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Past: Computation-centric chips

 Architectural and process
innovations have jointly fueled
thisIT revolution

» Communications frequently
ignored:
— Fast, single-cycle on-chip
communications

— Interconnect power insignificant
relative to transistor power

Future: Communications-centric chips

» Diminishing returnsin uniprocessor design
pushing for multi-core and many-core chips
— ARM MPCore, IBM Céll, Sun Niagara, €etc.
» Shekhar Borkar, Intel, talk at NSF FCA
workshop:
— Duplicating processor cores the way to go: power
efficiency, design complexity.
— There will be no uniprocessor chipsin the future.
— Oops: interconnect?
» Cannot ignore communications anymor e:
It can bethe show-stopper!
— High global wire delay
— Interconnect power dominating transistor power

A Happy Family of Computation and Communications




Trends in on-chip communications:
Fromwires to buses/crossbars to networks

-5~ B

Send to
Proc. B

Outline: Targeting new challenges and
opportunities facing on-chip networks...

1. Power has become afirst-order design constraint
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Power-efficient on-chip
etworks

2. No chip boundary between compute and

communications
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Network-driven
computing
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Power -efficient on-chip networks

1. Thermal management of on-chip networks and CMPs
[Shang,Peh,Jha,Kumar, MICRO’04 & IEEEMicro Top Picks’05]

2. High-level power-performance analysis of on-chip networks and CMPs

[Eisley&Peh, CASES'04]

Power and thermal -efficient on-chip networks:

A motivating example

MIT Raw (0.18um, 300MHz)
First fabricated networked CMP

Core:

8-stage in-order single-issue pipeline
4-stage single-precision FPU

32KB cache

32KB software-managed cache

On-chip interconnection network:

Four 32-bit 4x4 networks

2 static (8KB software-managed I$)
2 dynamic

Average: 7.2W, Peak: 14.8W

36% of avg chip power

*Acknowledgments: MIT RAW group, IBM’'s H. Chen, UVA'’s K. Skadron




M ethodol ogy

Applicatiorl program(s)

Raw BTL simulator
(Validated against silicon)

Events and activities

’ IBM layout tool ‘

Power profile|across time

SIRIUS thermal model
(Validated against IBM chip,
power measurements,

IBM finite-element thermal simulator)

Thermal profile across time

SIRIUS thermal model

* How istherma modeling
for an on-chip network = —
d_iff?rent from th?t of a —— i
single processor (e.g. L | e
HOTSPOT)? B =

— Lateral heat spreading is
more critical in an on-chip
network

— On-chip interconnects/links
amajor component of
networks

* We thus propose a thermal
model targeting these
issues




SIRIUS: Modeling of inter-router
thermal correlation

Capturing heat spreading effect
among neighboring components
— Heat spreading angle

Router thermal resistance

R =R +R +R

i_spreader i_sink +R

i_silicon i_ambient

Thermal correlation
T1 = QIR1+(Q1+Q2)R3
T2= Q2R2+(Q1+Q2)R3

SIRIUS: Modeling of On-Chip Links

» Thermal impact of on-chip link circuitry
— Reduced metal pitch and increased metal layers
— High thermal resistance of silicon dioxide layers
— High thermal resistance of low-k insulator materials

e Thermal modeling of on-chip link circuitry

— Thermal impact of buffers

* Increased power consumption hence silicon
temperature

 Copper vias have high thermal conductivity
— Buffer insertion estimation
— Temperature profile estimation




Power and thermal -efficient on-chip networks:
A motivating example

Temperature (C)

O Processor+network
1004 [] ] _ 0O Processor done
80 — - O Network alore
60 1 ] - 1 M =0
40 - B - - N
20 | e I I o I — —
0 | T T T T | T T | T |
fir fft stream 8b 10b  802.1l1a vpr gzip adpcm mpeg
- DLV _
e Y Y
stream bit-level computations | LP-computations

Networks are significant power/thermal contributors
So, how can we target this?

L et’ s do run-time network thermal
management

High spatial and temporal variance in network temperature

Temperature at time t1 Temperature at time t2

Thermal design for worst-case no longer cost-effective




ThermalHerd: Let’s dynamically steer
network traffic to avoid thermal hotspots

1. Temperature monitoring
2. Traffic estimation & prediction

3. Before emergencies
Proactive thermal-aware routing

4. Upon emergencies
Distributed traffic throttling
Reactive thermal-aware routing

ThermaHerd: Thermal Correation-
Based Routing

» Chooses aroute based on
how thermally correlated it iswith
the hotspot

— Pre-computed thermal correlation
matrix (based on Srius thermal
model) stored at each router

» Reactive routing

— Adggressively redirects traffic to
avoid hotspot regions

» Proactive routing

\

Thermal
miresistances
— Proactively smoothes temperature |

profile to avert thermal
emergencies




ThermaHerd: Collaborative Traffic
Throttling

e Locadl traffic throttling
— Quota system gives priority to
local injected traffic over traffic
from neighborhood

* When local traffic throttling is
not sufficient, neighboring
routers are asked to help

— Special messages prompt
throttling at neighboring nodes

* Low-cost throttling through
crossbar arbitration

ThermalHerd evaluation
(Austin TRIPS traces for 16 benchmarks)

Peak temp. without ThermalHerd (94 degrees)

Peak temp. constraint
Peak temp. as managed
by ThermalHerd

ThermalHerd effectively regulates peak temperature...

10.0% y
0.0% | = = = - l:GobalThermal

8.0% - — — |I:ThermalHerd (Distributed Throttling)

7.0% - — = = lll:ThermalHerd (Distr Throttling + Reactive Routing)

6.0% 1l ~ IV:ThermelHerd (Distr Throttling + Proactive + Reactive Routing)
5.0% =

4.0% 1 i =~
30% 1 T~ =~ I
2.0% ~.. ~_  TTmesalll

1oy 1V - T
0.0%

Throughput degradatio
(%)

S —_ )

Thermal emergency threshold (C)
....with little performance degradation

*Acknowledgments: Austin TRIPS team




ThermalHerd: From management of
networks to entire systems:

On-chip networks On-chip systems
1. Traffic estimation & 1. Workload estimation &

prediction P

o . Distributed joint throttling
Distributed traffic of processors, memories
throttling and networks
Thermal-aware routing Thermal-aware task

Proactive placement

Reactive Proactive

Reactive

ThermalHerd for on-chip systems:
Preliminary investigations on Raw chip

Distributed Joint Throttling: Processors,Memories&Networks

Benchmark I: Multiprogramming
(independent execution)
Benchmark II: Stream task
(correlated execution)

Global Throttling vs. Distributed
Joint Throttling:

Benchmark I: DJT wins
Benchmark II: GT==DJT
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ThermalHerd for on-chip systems:
Preliminary investigations on Raw chip
Thermal-Aware Task Placement

Benchmark |
(multiprogramming)

=)

Chip peak temperature
drops by 13.8%

Benchmark Il

streamin

= =

Chip peak Chip peak
temperature temperature
increases by  drops by

6.9% 3.5%
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Power -efficient on-chip networks

1. Thermal management of on-chip networks and CMPs
[Shang,Peh,Jha,Kumar, MICRO’04 & IEEEMicro Top Picks’05]

2. High-level power-performance analysis of on-chip networks and CMPs

[Eisley&Peh, CASES’'04]
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Motivating Example: Communication Power
Analysis by a Parallelizing Compiler
» Example: A simple kernel which loops 10 times

» Codeis partitioned into 4 threads and placed on processing elements
» Two different mappings: Which is more power-efficient?

» Current analysis: hop count  Node 0 Node 1(3) Node 2(4)
X . top: read Bi] top: read Ali]
— Iop.dria_d E['i x = rev() d=rev()
e Soen s
top: read BIi] [ send i(fz >2 Se”difi) =5
read X][i] jump top ; .
d = B[] jump top jump top
read A[i]
e=A[i]+d
y.=e*X[i]_ top: x = rev()
write y -> Y[i] 2: v
i+t L] y=erx
jump top write (y) -> Y[i]
3 4 i+
<« jump top

Mapping A

Motivating Example: Communication Power
Analysis by a Parallelizing Compiler

 Currently, hop count is used as an estimate of
communication delay and power

» But, hop count fails to distinguish the power
contribution of different mappings

Software Case Study: Mapping A Software Case Study: Mapping B

ii: 6 § 6
R Stk
23] FRRINA
< g axanlan ol £ g INIARARTAVASRINIAVAS
2l T A AAAA v, D
E : I ‘ § AT T PAANANANNANNAN

o 50 Time (cycle) 100 150 o S0 Time (cycle) 100 150

Needs rapid, relatively-accurate communication power analysis
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LUNA: How do we abstract network
power? Link Utilization

» Eventsaretied to each other:

— When aflit comesinon alink, it iswritten to the
buffer, and undergoes arbitration

— When aflit leaves on alink, it must have been read
from abuffer and traversed the crossbar

z

]

pd
El
aj £ |m
g
5

LUNA: How do we abstract network
power? Link Utilization

» Eventsaretied to each other:

— When aflit comesin on alink, it iswritten to the
buffer, and undergoes arbitration

— When aflit leaves on alink, it must have been read
from a buffer and traversed the crossbar
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LUNA: How do we abstract network
power? Link Utilization

» Eventsaretied to each other:

— When aflit comesin on alink, it iswritten to the
buffer, and undergoes arbitration

— When aflit leaves on alink, it must have been read
from a buffer and traversed the crossbar
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LUNA: How do we abstract network
power? Link Utilization

» Eventsaretied to each other:

— When aflit comesinon alink, it iswritten to the
buffer, and undergoes arbitration

— When aflit leaves on alink, it must have been read
from abuffer and traversed the crossbar
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LUNA: How do we derive Link
Utilization across time?

* Gist: Where flows contend
for the same link: <
— If demand <= capacity
e Sharing
— If demand > capacity

¢ Contention causes
backpressure

= m my
==
= = =

15



LUNA: How do we derive Link
Utilization across ti me’?_____

* Gist: Where flows contend
for the samelink:
— If demand <= capacity
e Sum utilizations
— If demand > capacity

» Contention causes
backpressure

» Backpressure =
areaoverflow =
number of bits waiting
to go

LUNA Walkthrough #1.
Analyze and map all communications onto the
network, then zoom in on each link

J D

Utilization

Utilization
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LUNA Walkthrough #2:
Summation captures fair sharing of link

|

Utilization

Utilization
LF

Utilization

LUNA Walkthrough #3:
Overflow area = number of bits that are jammed

|

Utilization

]
]

Lottt t, t; Time

Utilization

Time

Utilization
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LUNA Walkthrough #4:
Congestion trickles downstream once buffersfill up
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LUNA Walkthrough #5:
Impact of backpressure reapportioned to original
message flows
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18



LUNA Walkthrough #6:
Impact of backpressure reapportioned to
original message flows
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LUNA Walkthrough #6:
I mpact of backpressure reapportioned to original
message flows.. On to next link in contention...
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Validation against cycle-level simulator,
ORION [MICRO’'02], with Austin TRIPs traces

» To quantitatively compare, we calculate the relative error:

Errg = |P0rion (1) - Panaysis (t)| /T

t=0T,2T...T;

Bench | Adpcm | Ammp | Art | Compress | Dct Equake | Gzip | Hydro2d
Err,y |.053 .019 .089 | .074 .059 .008 .010 |.023

Power v. Time (Our Model): adpem_3

*Acknowledgments: Austin TRIPS team

Comparison of Running Times

Benchmark Simulation Anaysis Speedup
(ORION) (LUNA)

Ammp 215s 2.9s 74
Compress 263s 8.3s 32

Art 178s 7.0s 25

Dct 220s 15s 147
Gzip 209s 4.4s 48
Equake 250s 3.8s 66
Hydro2d 200s 2.1s 95
Adpcm 263s 11s 24

*  We see between 1 and 2 orders of magnitude speedup

20



From networks to entire systems:
High-level CMP power-performance analysis

Parallelizing Compiler

. . . .
Inter-thread Each thread'’s
messages instructions
Network =
message types \ . B 5 B
Network | — LUNA *—| Processor Core
Architecture 2 Architecture

Estimated power of on-chip
processors and networks across time

Step 1: Cast processor pipelines as networks

IF ID EX/MEM wB COM
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