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Introduction

Each chapter presented in this dissertation is motivated in some wayv by an interest
in learning. The first two chapters are concerned with how people learn. An under-
standing of how people learn is of course crucial for understanding how they behave in
economic situations where information is received over time. For many economists.
“learning” is synonymous with Bayesian updating. Uncertainty is modeled as a set
of possible states of the world over which the agent assigns a subjective probability
measure. Learning is probabilistic conditioning on subsets of this state space. De-
spite its widespread use. this model is at odds with introspection and with a large
body of experimental evidence.

Chapter 1. Learning Through Stories, is motivated by an observation from cog-
nitive psychology: when faced with certain complex situations, people deal with un-
certainty by forming “stories”. A juror may form a story to explain the evidence
presented. A central banker may have a storyv about the current state of the economy-.
Other examples where the idea of a story seems closer to the way we speak and think
about learning include a doctor diagnosing a patient, an investor deciding whether to
purchase stocks in a company. and a teacher assessing her student.

Of course, a juror’s story about a case is very different in content to a doctor’s story

about her patient. or to a teacher’s story about her student’s ability. Nevertheless.



there are common features to stories. Within the theoretical model presented in this
chapter. a story is one possible scenario of “what happened”. or one possible state of
the world. However. it is not just any scenario. A story must be coherent (at least
from the storyteller’s perspective); that is, it must be consistent, both internally—the

different parts of a storv have to “fit”—and externally with the evidence.

The chapter presents a stvlized procedure of how people construct stories. The
model is rich enough to capture the confusion that can be associated with difficult
choices. The main result establishes a set of conditions under which this will not
occur: that is. conditions under which the agent will be able to form a coherent
story. Loosely. the key assumption is that the agent recognizes the contrapostive:

she realizes that alternative ways of stating the same inference are in fact equivalent.

Among the other results. there can be multiple coherent interpretations of the
same evidence. People who construct stories typically do not undo inferences made
from evidence. even after the evidence is discredited. \lore generally. the order
in which evidence is presented can affect the stories that they form. In addition.
apparently weak evidence can trigger large changes in people’s storics.

Though only hinted at in this chapter. these features of the model have important
implications for behavior. The dependence on the order of signals has troubling
consequences for a doctor’s assessment of a patient, or a central banker’s assessment
of the economy. The irreversibility of signals encourages smear campaigns in politics.
and may lead to lasting effects from the release of economic statistics, even when they

are subsequently revised. The discontinuity in the response to signals may account for

(V)



under and overreactions in financial markets. And finally, the model has implications
for the tactics that advocates should use.

Chapter 1 argues that, in many real-world situations. the Bayesian model is lim-
ited in its representation of human learning. Nevertheless, the Bayesian approach is
Jjustified by axioms on preferences which have a great deal of normative appeal. An
alternative approach toward more realistic models of learning is to relax or change
these axioms to be more consistent with the experimental evidence on choice under
uncertainty.  Within this literature, a number of theories attempt to explain the
so-called paradoxes of Elisberg.! Ellsberg’s research indicates that most people ex-
hibit “uncertainty-aversion”. That is. they have a preference for situations where
probabilities are known.

Recent work in decision theory has sought to represent the subjective beliefs of
such individuals in the form of a convex non-additive measure over the state space.
Chapter 2. Revising Non-Additive Priors, considers how these non-Bavesian beliefs
can be updated. It is joint work with Yianis Sarafidis. Consider an employer who
has a subjective prior over the quality of a worker and who knows the distribution
for output conditioned on each level of quality. How does she learn (update her
beliefs) about quality upon observing some output level? If her prior is additive, this
problem is trivial: Baves’s rule suffices. First. a distribution over all possible pairs of

quality and output is constructed. She can then condition on the appropriate subset

'Ellsberg, D. (1961), “Risk. Ambiguity and the Savage Axioms”. Quarterly Journal of Economics,

735. 643-669.



of this product space to calculate the posterior on quality.

When the employver’s beliefs are non-additive. calculating a measure over the prod-
uct space of pairs of quality and output is no longer so simple. We propose two rules:
the first uses the idea of Choquet integration over identity functions and produces
a non-additive measure over the product space: the second converts the initial non-
additive measure to a set of additive priors. and then applies Baves’s rule to each
clement in this set. We argue that the non-equivalence of these two rules highlights
a limitation of non-additive measures. While this limitation does not matter for
the representation of uncertainty-averse preferences. it results in a loss of information
when beliefs have to be revised.

The final chapter is coauthored with Ettore Damiano. It represents the start of
a research project motivated by the question of how learning restricts outcomes in
matching markets. In this chapter. we focus on a special class of matching markets.
termed marriage markets. Theses are trading arrangements where participants be-
long to two disjoints sets. and where trades require one-to-one matches. An obvious
restriction on outcomes is that they be “stable”. Here we have in mind cooperative
concepts such as the core. A large literature has considered stability in the case of
a static market with perfect information. In many real-world situations. however.
the value of a proposed match is not known until after trade has taken place; partici-
pants have to learn about these parameters of the game as it is plaved over time. In
Self-Sustaining Stability in Dynamic Matching Markets, we undertake the first step
toward a more realistic theory of marriage markets by incorporating dvnamics into a
notion of stability. For most of the chapter, however, we maintain the assumption

4



of complete information.

We label our definition “self-sustaining stability”™. This concept can be viewed
as the core with two additional requirements. Loosely, these requirements are the
cooperative counterparts of subgame perfection and coalition proofness. We provide
a justification for the concept. sufficient conditions for its existence. and an algorithm
for computing it. At the end of the chapter. we extend the definition to a dvnamic.
incomplete information setting with learning. Characterizing this new definition is

the subject of ongoing work.



Chapter 1

Learning Through Stories
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[Humans are...] “primates who tell stories”.

Stephen Gould!

1.1 Introduction

An understanding of how agents learn is crucial for understanding how they behave in
cconomic situations where information is received over time. For many economists.
“learning” is synonymous with Bavesian updating.? Uncertainty is modeled as a set
of possible states of the world over which the agent assigns a subjective probability
measure. Learning is probabilistic conditioning on subsets of this state space. De-
spite its widespread use. this model is at odds with introspection and with evidence
from psychology about how we reason.?

In economic theory. the Bavesian approach is justified by placing normative ax-
ioms on preferences and then deriving Baves’s rule as part of a utility-representation
result.  While elegant. this focus on preferences. to the neglect of cognition. implies
that the model sometimes fails to capture essential aspects of people’s internal delib-

crations. More damagingly (perhaps precisely because it does not explicitly model

!Citation from Dawes (1999) who modifies this definition to “primates whose cognitive capacity
shuts down in the absence of a story”. Thanks to Robert Forsythe for bringing this reference to
my attention.

*This is not true in game theory. This paper, however, undertakes the simpler task of studving
learning in non-strategic situations.

*Kahneman, Slovic and Tversky (1982), Rabin (1996), as well as Shiller (1997). summarize a large

body of evidence in support of the claim that people systematically violate the laws of probability.

7



the procedures people use to incorporate information), the implications of the theory
are frequently at odds with observed behavior.

This paper develops a stylized. more “structural”. model of how people reason
when faced with uncertainty. The model is meant to be descriptive rather than
normative. Examples of real-world situations to which it is meant to be applied
include: a juror deciding on a verdict: a manager considering whether to undertake a
merger with another firm: a doctor diagnosing a patient; a teacher assessing a student;

and a central banker trying to form a view of the economy’s current performance.

Common to these examples, objective probabilities are usually unavailable and
there can be a large amount of implication-rich evidence to contemplate. In addition.
we often speak of constructing “stories” to facilitate learning in such situations. A
doctor may form a “story” of the cause of her patient’s svmptoms. A central banker
may have a “story” about the potential sources of inflationaryv pressure over some
time horizon. DBefore the model is presented. I discuss the psychological research
which motivates it.

In a series of experiments. Pennington and Hastie (1986, 1988. 1990. 1992 and
1993) find that jurors in a trial do not form complicated probability distributions over
states of the world—descriptions of the defendant’s guilt or innocence. and all the
evidence that could be presented. Nor do they incorporate information by calculating
posteriors. Instead. they construct “cognitive representations of the evidence in
the form of stories” —scenarios describing “what happened” during the events in

question.  Stories facilitate evidence comprehension and are constructed by jurors



even though evidence is often presented out of temporal and causal order. Moreover,
Pennington and Hastie find that jurors base their verdicts on the story representation
of information. rather than on the raw evidence.

Of course, a juror’s story about a case is very different in content to a doctor’s story
about her patient. or to a teacher’s story about her student’s ability. Nevertheless.
there are common features to stories. The theoretical definition below will capture
two ideas. First, a story is one possible scenario. or state of the world. In the
Jjuror example. it is one possible theory of what happened. Second, it is not just any
scenario. but must be consistent (at least from the storvteller’s perspective). both
internally. and with the evidence. The process of reasoning will place restrictions on

which scenarios are viewed as coherent.?

Outline and Summary

In the next section, I present a theory of how people construct stories. The foundation
of the model is a set of statements that an agent has in her mind. In the trial.
statements may include: “the defendant is guilty”. In order to facilitate reasoning,
the agent assigns attitudes toward statements: each statement is either accepted or
not accepted.

A signal provides, or alters. the attitudes toward some statements. For example.

‘The premise that people like to hold consistent views of the world is supported by research
in psychology. A very influential approach to explaining this human tendency was developed by
Festinger (1957), who proposed that any perceived inconsistency among various aspects of beliefs.
emotions, memory, and behavior, causes an unpleasant state that he termed cognitive dissonance.

which people try to reduce whenever possible.



a convincing account from a witness may lead our juror to accept that “the defendant
has an alibi”.

Statements are related to one another through reasons which [ model as links in
two directed networks. The idea is that the attitude toward a statement can provide
some justification for accepting, or not accepting, another statement. One network

provides reasons from accepted statements: the other from non-accepted statements.

Because of reasons. the initial set of attitudes will typically be modified by a
sequence of inferences. Continuing with the example, the juror's acceptance that
“the defendant has an alibi” may lead her to accept that “the accused did not commit
the crime himself’. This may in turn give her some reason to revise her attitude
toward the sentence “there is an accomplice to the crime”. and toward the statement
“the defendant is innocent™, and so on.

To capture inferences. a function which maps from patterns of attitudes (over
the set of statements) to patterns of attitudes is defined. Iterations of this function
arc interpreted as reasoning on the part of the agent. In this framework, a story
is a coherent pattern of attitudes. with the attitude toward each statement being
supported and built on the attitudes toward other statements. We therefore define
stories to be fixed points in the reasoning function.

In section 3. some theoretical properties of the model are presented. The model
is rich enough to capture the confusion that can be associated with difficult choices.
This occurs when the agent’s inferences lead her to cycle endlessly between patterns

of attitudes. unable to come to a coherent view of the evidence. Surprisingly. if the
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agent satisfies a very weak form of rationality—she recognizes that different ways to
state the same rcasoning are equivalent—then her inferences will always converge to
a story. An upper bound is placed on how long this can take.

Section 4 compares the processing of information in the Story model to the
Bayesian calculus. [ argue that there are elements of both models in how people

learn.

In sections 5. I discuss how an agent who already possesses a story incorporates
new evidence. Formally. I show how multiple signals are accommodated. With this
extension, the theory is able to explain phenomena observed in the psychology and
behavioral economics literatures. The order of signals can affect the story that is
formed. and a discredited piece of evidence can leave lingering effects—signals are
in general irreversible. Incredibly. “fresh thinkers™ —agents who have received less
information——can have an advantage in learning the truth. These properties have

important consequences for many economic applications.

In the model. it is also possible for an apparently “weak™ signal to lead to large
changes in the agent’s story.> This occurs when the signal triggers a long sequence
of reasoning: informally. stories can “collapse”. A prediction of the model, therefore,
is that advocates should use evidence of this tvpe to argue against the stories pre-
sented by their opponents.® In addition. this possibility of a sudden and dramatic

change in an agent’s story captures some aspects of the phenomena of epiphany and

3We will be more precise about what “weakness” means.

®Recall the “if the glove doesn't fit. you must acquit” defense of O.J. Simpson.
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