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Parallel Synthesis of Robust Control Systems

Wolfgang M. Schubert and Robert F. Stenged)low, IEEE

Abstract—Parallel computing is used to evaluate compensator computationally complex, whose deterministic solution may
robustness numerically and to automate the design of control pe intractable.
systems. Robustness is quantified by Monte Carlo evaluation of Probabilistic control system design is readily performed on

the effects of plant-parameter uncertainty, and it is maximized | ¢ kstati but th b
by searching the control-design-parameter space with a genetic PErSONal COMputers or workstations, but the process can be

algorithm. This design approach requires considerable computa- time-consuming. For the closed-loop system designed in [7],
tion, and parallel computing can reduce execution times. Because satisfactory convergence required eight GA generations, with
evaluation times vary among trials, computation time could be g total of about 70000 MCE’s. Running MATLAB code on a

prolonged if some nodes remain idle while others finish their single-node, 16-MFlop workstation, a single design required

tasks. A dynamic scheduler is proposed as a solution. Theoretical I h f tati B . 512-nod
and experimental results for a shared-virtual-memory computer Several hours for computation. By comparison, a -hoae,

illustrate that “speed-up” of controller design computations is 128-GFlop parallel processor would reduce execution times

nearly linear in the number of computing nodes. to the order of seconds. Such dramatic “speed-ups” will be
Index Terms—Control systems, design methodology, parallel "€€ded to design complex control systems, such as those
processing. required for large aircraft, flexible robots, chemical processes,

and large-scale structures. This paper explores the potential
for solving intractable control design problems using parallel
processing, taking into account hardware architecture and
RACTICAL compensators must control plants satisfadmplementation issues.
torily in the presence of plant parameter uncertainties:
that is, they must beobust Robustness is best expressed as I
the probability that stability and performance of the controlled ) o ] )
system fall within acceptable bounds of commonly used designA feasible controller that satisfies design constraints and

metrics. For example, a specific degree of stability may fhainimizes a probabilistic cost function is defined by simulation
required, or limits may be imposed on settling time an@nd search [7]. A GA evolves a population of design-parameter

actuator usage. In addition, it should be possible to veriffings (or “chromosomes”) that are acted upon by four differ-

robustness of plant operation in the presence of the most lik&! t operations: evaluation, selection, crossover, and mutation.
parameter variations by analysis or simulation. Aiter all four operators have been applied to each member of

Probabilistic analysis and desigis a method for quanti- the population, a generation is complete. A feasible control
fying robustness and synthesizing a robust controller. It hg¥Stem design emerges as the GA converges (in probability)
been applied to various linear aircraft and robotic contr& the global optimum in the design spafewhich contains
problems [1]-[4], to a benchmark control problem posed! Possible design-parameter strings [9].
at the 1990 American Control Conference [5]-[7], and to Each chromosome _enoodes an instance of the parameter
flight control of a nonlinear hypersonic aircraft [8]. There ar¥ectord, denoting a point irD. The “fitness” of each member
two main components for analysis and desilytonte Carlo N the population is based oevaluatlon of. an ensemble
evaluation(MCE) provides estimates of robustness over tifaverage over a random sampling of uncertain plant parameters
plant-parameter space in terms of probabilities of instabilitg! the point. In this case, the plant parameters are assigned
settling-time violation, actuator saturation, and other perfoy@lués by random number generators, the probabilities of
mance metrics. A global search procedure such agenetic Satisfying design metrics over the ensemble are estimated
algorithm (GA) searches over the control-design-paramet8merically, and high fitness is represented by low robust-
space. These numerical methods are called for because BfS cost (defined below). Elitselectionretains the best
the plant-parameter space and control-design-parameter sggggber of the population, while tournament selection pairs

may have high dimension, producing a design problem that9¥ the remaining members and chooses the survivors (i.e.,
the fitter member from each pair). Clustering analysis creates
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Fig. 2. Stochastic load imbalance during Monte Carlo evaluation.
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STOP the population. The GA could be applied with other design
approaches (e.gH., or i synthesis), or it could search for
Fig. 1. The sequential probabilistic analysis and design algorithm. control gains directly. The computation is done independently

for each chromosome, so the work can be distributed among

a Weibull distribution [7]; hence, the global optimum can pultiple processors. The second parallelism lies in the MCE
estimated [10]. When the fittest member during a given rgAcdule. MCE’s are performed for each of the controllers in
approaches this global optimum within a prescribed error, tﬁée current population. Thege evaluations are independent from
design process terminates. each other and can be distributed. After the MQE module has
The sequential flow of control within the algorithm isP@ssed results back to the GA module, selection, crossover,
depicted in Fig. 1. LetG(d) be a pool of design-parameterand mutatlon.are_ perfo.rmed. Th|§ overall approach |.mpI|es
chromosomes, initially created at random. The design cd&C Synchronization points at which the software waits (or
function that judges the fitness of each chromosomeMbr b_locké until aII_ processors hgve completed their subtasks: the
design metrics is first aﬁgr solving the Riccati equations and the second after
performing all the MCE'’s.
M Optimal speed-ups can be achieved only if all proces-
J(d) = Z w; F;(d) (1) sors are busy continuously, that is, when the workload is
=0 balanced Because of the logical flow structure within each
where w; is the weight assigned to the probabilify; that MCE, different evaluations take different amounts of time
Design Metricj is violated, withP; in [0, 1]. The design cost to complete. For example, if an evaluation indicates unstable
equals the weighted sum of all design metric probabilitiegegulator eigenvalues, then none of the other design metrics
The forms of the metrics and their weights, as well as the plafgtg., settling-time violation) need to be tested, and the MCE
model and the statistical characteristics of the uncertainties, ammpletes. The load balancing problem is stochastic because
specified by the designer [1]-[8]. These earlier applications utse amount of computation required at each trial is not known
Pf rather thanP; in the design cost to diminish the effects ohead of time. Fig. 2 illustrates the phenomenon for three
small probabilities and overweight the effects of high probabikodes. Nodes 1 and 3 perform MCE's that predominantly
ities of violating design goals. The MCE module performs thiadicate instability, whereas the Monte Carlo Evaluations
evaluation, and the GA module performs selection, crossovperformed on Node Two indicate more trials that are stable.
and mutation. In Fig. 12 and./ denote estimates computed by The stochastic load imbalance is examined for the design
MCE. The accuracy of the estimates depends upon the numselutions of [7]. The three probabilities included in the cost
of MCE’s N per chromosome and the actual probability [1function .J are as follows.
As the best members in each generation approach the globaP;: Probability of Instability portraying the likelihood that
optimum, the required number of evaluations increases dbleast one of the closed-loop roots lies in the right-half plane,
assure sufficient resolution i during selection. The GA due to parameter variations.
module computes the required and passes it to the MCE Pr,: Probability of Settling-Time Exceedancestimating
module. At the completion of this iterative process(d*) the likelihood that the absolute magnitude of the measurement
and P(d*) denote estimates of the best control design and fialls outside a 0.1 unit envelope after 15 s.
associated robustness probabilities. FP,: Probability of Actuator Saturationcorresponding to
The GA and the MCE modules of the sequential algghe probability that the absolute magnitude of peak actuator
rithm can be partitioned into a number of smaller subtaskdisplacement exceeds one unit.
A chromosome encodes the design paramdtewhich, in The logical flow structure of one MCE is as follows. First
this example, contains elements of linear-quadratic-Gausstap eigenvalues of the closed-loop system are computed. If
regulator (LQGR) weighting matrices. The LQGR requires twihe closed-loop system is stable, a unit-impulse disturbance
matrix Riccati equations to be solved for every member input is propagated to test for settling-time exceedance and
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also indicates the two possible execution times for a single
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Recalling thatV is the number of MCE’s to be performed L/N
per chromosome, we defirieas the total number of prOC":'Ssor.&—ig. 5. Comparison of theoretical versus actual speed-dps= 1000,

available andp, as the fraction of stable evaluations for an = 0.3, ¢ = 2.3, sequential simulation of parallel processing.
individual node (i.e., number of evaluations indicating stability
divided by number of evaluations performed for a single nodec)

If th Kload is distributed h that h nod ¢ an be approximated by a normal distribution. For a normal
€ workload Is gistributed such that each node compu ‘aisstribution, the proportionality factok is found from order
N/L evaluations, then the slowest node will determine t

Satistics [11] to be
overall execution time, because of the second synchronization (1]

point. In this ideal model, the slowest node is the one with E=+/2loe L, — loglog L + log 47 v 5

. o 0g \ \ ®)
the largest probability of stability;(= 1 — p;) Of psmax. The 2v/2log L V2log L
actual execution time becomes wherey is Euler's constants 0.5772. Introducing the constant

N . ) . . i@, _
T, = Dy maeTs +7i(1 — Dy s )]- @ ¢ as the ratio ofr,/7;, the actual execution time (“wall-clock

L time”) becomes
If each processor runs a single MCE and if the total probability N
of stability is greater than zero, then ... is equal to one. If 1o = f[(PS +ko)(c—1) + 1x. (6)

one processor performs all the work, then,... is equal toF,
the sum of individual sample probabilities of stabilify,,.x
is a function of the number of processors uséd,whose
shape depends on the problem and is unknown beforehand. S—=1 P(e=1)+1 7)
Nevertheless, we can estimatg,,.. as an affine function of (Ps +ko)(c—1)+1.

the distribution’s standard deviatios,

The speed-up ratioor ratio of sequential execution time over
actual execution times' is

S is a fraction of L as long ask and o are greater than
P max = Ps + ko (3) Zzero. Values for5 are compared with experimental results
from parallel-processing simulations (Figs. 4 and 5). The
From the aSSUmption th@)TS follows a Bernoulli distribution experiment was performed on a Sing|e_node workstation in

[10], the standard deviation can be computed as order to avoid the contamination of the results by effects
p _ p27/? from interprocessor communication and other users that would
o= [W} (4) occur on a parallel machine. For the simulation, packets

of size N/L were passed to the MCE module times in
As long asL/N is less than one-tenth, i.e., more than tesequence. For each call to the MCE module, the number of
evaluations are performed per node, the Bernoulli distributidloating-point operations was measured. The speed-up ratio
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TABLE |

CoMPARISON OF TWO PARALLEL COMPUTERS
- KSR1 IBM SP1
.5 + Parallelism Shared-Virtual Message-Passing
kS Case #1 Case #2 -Case#T Peak Performance 40 120
% | I | I . I . per Processor (MFlops)
g + Local Processor 32 (cache) 128
E Memory (MBytes)

DYNAMIC Maximum Memory per 1000 0.5

SCHEDULER Process (GBytes)
PARTIAL PARTIAL
MCS MCS
v could be completed concurrently; however, local, parameter-
END dependent, logical branches would not be allowed.

Even simple dynamic simulations typically contain logical
Fig. 6. The parallel stochastic robustness analysis and design algorithmyy-anches that are parameter-dependent, So greater flexibility
is needed. Multiple-instruction/multiple-data-stream (MIMD)

_ _ i computer architecture allows loose coupling and asynchronous
S for the simulation was defined as the total number Qfyeration of processors. A single-program/multiple-data-

operations performed divided by the maximum number %{Jream (SPMD) parallel computer retains the programming

operations found. . simplicity of the SIMD machine while allowing the greater
The figures show the validity of (7) fo0 <L/N/,<0.1. jndependence of the MIMD unit; it would, therefore, be
For L/N > 0.1, the characteristics of the Bernoulli distribution,saf, for Monte Carlo simulation.
do not allow an accurate estimate pfy.. For the o pgiccati equation solutions and MCE’s are computationally
example runs shown, the efficiency, i.e., the ratio of actuglensive and imply a rather coarse-grained parallel approach.
speed-up over linear speed-up, is about 60%. This means f\@fe interprocessor communication is required during concur-
over one-third of the available computing power is wasted Jn¢ execution, which is more efficient than the larger amount
idle cycles. . of communication generated by more fine-grained approaches.
An asynchronous approach could be taken to avoid id{gonte carlo logic is inherently scalabland it can use MIMD
cycles. After a package size is determinediyaamic sched- o,y res implemented either as a unit or as a loosely connected
uler would distribute MCE’s to processors as they becomg,york. Scalable software can readily be ported to computers
available. Even if different packages take different amounts _\%th an arbitrary number of processors. As noted above, Monte

time to compute, the load is optimally balanced. A dynami€ i, simulation can be executed on one or more processors
scheduler is not necessary for the GA module, because linear speed-up; hence, it is maximally scalable

solutions to different Riccati equations take similar amounts Most parallel computers are characterized as eitfier
of time (Fig. 6). The algorithm can be classified as bemlgibuted (message-passing) ®hared-memorywith a few

two-phasedand tgsk—parallel The first pr_]ase includes theh brid exceptions. Machines with distributed physical memory
parallel computation of the controller gains, and the seco é

, A nerally scale better, i.e., their overall performance does
phase covers the MCE's. Selection, crossover, and mutatighy jegrade as the number of processors increases. Proba-
are performed after completion of the second phase. bilistic simulations could theoretically run on thousands of
processors in parallel with efficiencies approaching linear
speed-up. The Kendall Square Research KSR1 and IBM SP1
IIl. THE DISTRIBUTED COMPUTING ENVIRONMENT were examined in this study. The KSR1 uses a shared-
Not all parallel-processing architectures are well matchafttual-memory communications protocol that is implemented
to Monte Carlo simulation for control design. Parallel simon top of a distributed-physical-memory architecture [12].
ulation of device dynamics and control will benefit fromlts memory is made up exclusively from local caches (32
coarse-grain parallel structures, and distributed memory NBytes each). Every cache is associated with a custom-
a greater concern than shared memory. Full connectivitpade 40-MFlop peak-performance processor, and a maximum
parallel message exchange, and short communication pathsadr@2 processors are tied together on a local slotted-ring.
helpful but not critical to efficient MCE in this application. ASeveral local rings can be connected via a ring of rings. The
single-instruction/multiple-data-stream (SIMD) computer haghared-virtual-memory protocol is convenient for writing code,
a single control unit that sends identical instructions to multipleut the nonuniform memory access costs resulting from the
processing elements, and it depends on an interconnectpdysical architecture complicate performance analysis. The
network that has these properties; hence, SIMD computers EBB& SP1 uses a message-passing communications protocol
best applied to fine-grain problems like the solution of partiblased on distributed physical memory [13]. The physical
differential equations. If each processor were executing thechitecture uses 120-MFlop peak-performance processors,
same simulation (using different random paramete¥syuns eight of which are associated with mck Several racks
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can be connected via high-performance switches. Several .,
. . . £y T LELELI LI T T 1 F L T T T 1 1
message-passing paradigms are available, such as parallel \ ! : L . L L

L1 11

virtual machine (PVM) [14], message passing interface (MPI) —&— Actual Execution Time
[15], and the shared-virtual-memory paradignnda [16]. 150 - - - - Ideal (Linear) Time
Table | summarizes physical characteristics of the KSR1 and
the SP1.

The software was coded using thet+@ programming
language and executed on computers located at the Cornell
Theory Center. The object-oriented features afH€are well
suited to a modular development approach, and they allow for \”"‘“-r
convenient code maintenance. The current version implements Y i T b aad il
the MCE module without dynamic scheduling on the KSR1. 2 4 6 8 10 12
The code attempts to minimiz@emory latencyi.e., delays # processors
In exe_cu“on) problems by using intelligent data_ managem%}gt]. 7. Execution time of Monte Carlo evaluation module versus number of
technigues. Because of the KSR1's cache architecture, shagiggessors for KSR1 parallel computer.
variables weresubpage-alignedThis means that these vari-
ables do not get oddly distributed among a nhumber of memory
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Execution Time [s]
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pages, which can lead to so-callddashingwhere different WL ELALASLAN (0000 LA LA LI IRLELL B L
processors alternately try to grab the same page. The KSR- 12 —&— Actual Speed-Up

specific prefetchinstructions were used. A prefetch may be 10 Bl - -+ - - Linear Speed-Up _
issued even before the specified data is actually accessed by o, [
the program, allowing the operating system to fetch the data = 8 [ A " ,./ ]
in the background if it is located outside the cache. The ?ﬁ . /
program does not have to stand idle waiting for the data. & © F e e - ]
Writes to shared variables were avoided, as these resultin the | P '// .
locking of such variables, slowing down the software. Low- o // .
level parallelism was used throughout the code, relying on 2 E ............ -
KSR’s POSIX threadss the principle constructs for executing /Z e é T .
subtasks concurrently. Threads are sequential flows of control # processors

within a process that cooperate with each other to solve the

overall problem. A program or process begins with one masfa$- 8- Sp?ed',i’ngfr Moﬂt‘? Carlo evaluation module versus number of
. . QCessors f1or arallel computer.

thread that handles the creation, control, and destruction PGt P Pu

additional worker threads. Each thread usually executes on a

separate processor for the highest efficiency. intelligent data management techniques, hardware limitations

such as memory latency, and performance-degrading effects
IV. EXPERIMENTAL RESULTS resulting from the operating system and the multiuser environ-

ment. Experiments using the SP1 computer produced similar

Performance results for the ACC benchmark problem haygg s For 13 processors, the theoretical speed-up is 92%,
been produced for the MCE module without dynamic schedr the actual speed-up is 73%.

uling using the KSR1 and SP1 computers. The number ofrpe regyits indicate that it is possible to achieve near-
MCE's IV was chosen to be 1000. Several runs were recordgfear speed-ups in probabilistic analysis and design. As the

with one, two, six, and 13 processors (Fig. 7). The executiQfusign problems become harder, e.g., the system is of higher-

time was 200 s for the sequential run using only a Singl&qer and the number of constraints and metrics increases, the
KSR1 processor. Similar MATLAB code running on a Silicon,a execution time would increase, but high computational
Graphics Indigo R4000 took 105 s. Fig. 7 shows that thb?fficiency would be retained.

speed is matched by using two processors on the KSR1. The
minimum execution time for this sequence of runs was about
20 s using 13 processors, a five-fold speed-up when compared
to the Indigo workstation. V. CONCLUSIONS

Conversely, the speed-up ratio is plotted as a function of A parallel-processing approach to robust control system
the number of processors in Fig. 8. The measured speed-upnalysis and design has been described, and preliminary results
almost linear forL less than four but exhibits a diminishinghave been discussed. The method uses MCE and a GA, corre-
slope beyond that point. Using 13 processors, the measuspdnding to the analysis and the design components. The work
speed-up is 73% of the linear speed-up. Becdtsis close to within each module is distributed and completed in parallel,
one in this example, we would expect an efficiency above 90%ith synchronization points between phases. Stochastic load
even allowing for communication and system overhead. Tirabalances affecting MCE have been analyzed, and a dynamic
discrepancy is due to several factors, including: suboptimedheduler has been suggested to alleviate the problem. Initial
code that does not yet take full advantage of all availabéxperimental results indicate that near-linear speed-ups can



706 IEEE TRANSACTIONS ON CONTROL SYSTEMS TECHNOLOGY, VOL. 6, NO. 6, NOVEMBER 1998

be achieved in practice, enhancing the utility of the desigm] A. Geist and A. Beguelingt al, “PVM3 user’s guide and reference
approach. manual,” Oak Ridge Nat. Lab., Tech. Rep. ORNL/TM-12187, Oak
Ridge, TN, May 1993.
[15] W. Gropp and E. Lusk, “A test implementation of the MPI draft message

REFERENCES passing standard,” Argonne Nat. Lab., ANL-92/47, Argonne, IL, Dec.
1992.
[1] R. F. Stengel and L. R. Ray, “Stochastic robustness of linear-timél6] A. H. ShermanC-Linda Ref. ManualScientific Computing Associates,
invariant control systemsJEEE Trans. Automat. Contrvol. 36, no. 1, Inc., New Haven, CT, 1990.

pp. 82-87, Jan. 1991.

[2] , “Application of stochastic robustness to aircraft control sys-
tems,” J. Guidance, Contr., Dynamicsol. 14, no. 6, pp. 1251-1259,
Nov.—Dec. 1991. . . .
3] , “Stochastic measures of performance robustness in aircrdiolfgang M. Schubert received the B.S. degree from the University of
control systems,”. Guidance, Contr., Dynamicsol. 15, no. 6, pp. Michigan, Ann Arbor, in 1993.
1381-1387, Nov.—Dec. 1992. He is a Consultant with Oliver, Wyman, & Co., New York.
[4] , “A Monte Carlo approach to the analysis of control system

robustness,’Automatica vol. 29, no. 1, pp. 229-236, Jan. 1993.

[5] R. F. Stengel, L. R. Ray, and C. |. Marrison, “Probabilistic evaluation
of control system robustness|iht. J. Syst. Sci.vol. 26, no. 7, pp.
1363-1382, July 1995.

[6] C. I. Marrison and R. F. Stengel, “Stochastic robustness synthe:
applied to a benchmark control problemifit. J. Robust Nonlinear
Contr,, vol. 5, no. 1, pp. 13-31, Jan. 1995.

Robert F. Stengel (M'77-SM'83—-F'93) received

the S.B. degree from Massachusetts Institute of
Technology, Cambridge, in 1960, and the M.S.E.,
M.A., and Ph.D. degrees from Princeton University,
Princeton, NJ, in 1965, 1966, and 1968, respec-

[7] , “Robust control system design using random search and gene el

algorithms,” IEEE Trans. Automat. Contvol. 42, pp. 835-839, June tively. . . .

1997. ‘ He was with The Analytic Sciences Corpora-
[8] , “Design of robust control systems for a hypersonic aircraft,” tion, Charles Stark Draper Laboratory, USAF, and

Guidance, Contr., Dynamigsol. 21, no. 1, pp. 58-63, Jan.-Feb. 1998 NASA. He was principal designer of the Apollo
[9] D. E. Goldberg,Genetic Algorithms in Search, Optimization, and Ma: Lunar Module manual control logic, and he con-
chine Learning Reading, MA: Addison-Wesley, 1989. _ tributed to Space Shuttle control system design. He
[10] C. I. Marrison, “The design of control laws for uncertain dynamids currently Professor of Mechanical and Aerospace Engineering and former
systems using stochastic robustness metrics,” Ph.D. dissertation, Dégsociate Dean of Engineering and Applied Science at Princeton University,
Mech. Aerospace Eng., Princeton Univ., NJ, 1994, where he has been a member of the faculty since 1977. He v@ptienal
[11] A. H.-S. Ang and W. H. TangProbability Concepts in Engineering Control and EstimationNew York: Dover, 1994), and he is the author of
Planning and Design New York: Wiley, 1975. numerous technical papers. His research focuses on system dynamics, control,
[12] KSR Parallel Programming@nd KSR C ProgrammingKendall Square and machine intelligence.
Res. Corp., Waltham, MA, 1992. Dr. Stengel is a Fellow of the AIAA and North American Editor of the
, IBM Scalable POWER parallel Systems Reference GUglM, = Cambridge University Press Aerospace Series. Together with J. Hansman and
Armonk, NY, 1993. R. Lilley, he received the first FAA Excellence in Aviation Award in 1997).

(13]




