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� Face Recognition Overview 

� What is face recognition
� Why do we need dimensionality reduction
� Current methods: PCA, LDA, Laplacian Eigenfaces

� Open challenges

� Learning effective projections in face recognition
� The learning problem (linear prediction model)
� Two simple algorithms
� Lars algorithm
� Experiments & results
� Relationship between Lasso and Lars

� Connection with other group interests
� Compressive sensing
� UCA (uncertain component analysis)
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� Determine the identity of a face in an image

� Learning (training) then recognition (classification)
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Accuracy and efficiency

� Overfitting problem in learning
� High dimensional data yet relatively few examples
� A small and functional set of features favors 

generalization ability of the learning system

� Burden of computation
� Applications

� security (criminal, etc.)
� Human machine interface (ATM, computers, etc.)
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� PCA (Eigenfaces)
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� LDA (Fisherfaces)
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� Laplacian Eigenfaces (nonlinear manifold)
� Key Steps:

� Build the adjacency graph
� Choose the weights for edges in the graph 
� Eigen-decomposition of the graph laplacian
� Form the low-dimensional embedding
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� PCA: 

� Total variance maximized
� Not discriminative

� LDA: 
� Discriminative projections
� Limited number of bases

� Laplacian Eigenfaces: 
� Preserve local distances; good for nonlinear manifold
� Need careful tuning of the parameter

� Usually: FDA>PCA; Laplacian~FDA if parameters well-tuned
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Variance of the face images within one person might 
be larger than across different people.
� 1) Facial expression change
� 2) Illumination change
� 3) Aging
� 4) Rotation

So, a method to identify projections with respect to 
different types of variances is greatly needed.
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� When the first several eigenvectors in PCA 
are removed, the classification accuracy 
increases…

[Peter N. Belhumeur et. al., Eigenfaces vs. Fisherfac es: Recognition Using 
Class Specific Linear Projection, 1997]

� Not formal and rigorous
� Intuitive justification
� This suggests that we need a systematic way to 

choose best bases for face recognition. 
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� Training database:
� Suppose there are K individuals in the database; 
� We have ni images for the ith individual to learn from.
� Let n=n1+n2+…+nk be the total number of images. 

� Preprocessing of the images:
� Proper alignment
� Cropping into P1xP2 matrices

� (Normalization)

� Vectorization (transform into vector in                            )� � � � � � � � � 	



� Data matrix X

� Label matrix Y

� Solve for: matrix B,                 , such that           is a 
good approximation to Y
More importantly, given new image vector x,  

should give a good prediction of its label.
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� Regression problem (Lasso: L1 norm):

� Equivalent to:

� Build a selection model (B) with only a few 
non-zero terms

� Convex problem; Solvable by Lars (slight 
modification from the original Lars)
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� Three databases

� 1) Princetonian Database (hard): 
� 10 people, 5 images each (collected from web)

� Leave-one-out

� 2) Yale Face Database B (easy)
� Original: 10 people under 576 viewing conditions (9 poses x 64 

illumination conditions)



� Here: 10 people under 23 viewing conditions (4 poses x 6 illumination 
conditions)

� Same expression; No glasses change
� For each person, 8 training, 15 testing

� 3)Yale Face Database (median)
� 15 people, 11 images each
� center-light, w/glasses, happy, left-light, w/no glasses, normal, right-

light, sad, sleepy, surprised, and wink.

� Three cases: 3 training; 6 training; 9 training
Run 20 time of each case: randomly choose (3, or 6, or 9) examples 
from the 11 examples and test on the rest



� Princetonian Database

Lars in pixel domain ~ PCA

PCA/Lars, Fisher/Lars, P+F/Lars around 80%



Normalization helps for this database, 
especially for PCA and pixel domain 
Lars.

Lars in pixel domain:

Pixels selected

Yale Database B



Yale Database (3 training/person)

Eyes aligned Histogram equalization



Yale Database (6 training/person)



Yale Database (9 training/person)
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� Linear model-building problem:
Input:(X, y) Output: vector b  

s.t.       ~y  and b at most m non-zeros

K people, K dim response

� Other two linear model-building algorithms: 
� Forward selection: fast but too bold
� Stagewise selection: careful but too slow
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� Good or bad? Measured by

� 1)prediction accuracy 
� 2)parsimony (simple model) 
� 3)computational efficiency 

� Lars (compare with Forward selection):
� 1)Much better
� 2)same
� 3)not much worse

� Lars (compare with Stagewise, and Lasso):  
� 1)Very similar
� 2)Very similar
� 3)More efficient
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� Like Forward selection and Stagewise, Lars is an algorithm. It 

picks the m “most important” regressors.

� Explain how it works:
Preprocess of X and y, initial b=0;

For i=1:m
� Add an active regressor into group Xa (size i)
� Compute the equiangular direction of Xa
� Proceed until another regressor has the same correlation 

with the residual
� Compute b from the step length



!����
�
�������

�� � � � � � � � � �� � � � � � � � �� � � 	 	 	 �� � � �

	� � � � � � � �� 
 � � ��� ��� � � � �

�� � � � � 	 	 	 � 
 � 
 	 	 	 � � � � �� � 
 � ����� � 
 �

 � � � � � � � � � �

� � � � � � � � �
� � �

� � � �� �
� � � �

� � � � � �
�

� � � � �
� � � � � � � �� � 	 	 	 � �� � �

�� � � � � � � � � � � � � � 	 	 	 � � � �

!� �� � ��� �

 � � � �

� � �� 


� � � � 

�

� � � � 


� � � � 

�

"� �� � � � � � � � � � �� � � �� � � �

� �������� ��	
� 	���� �
����
�� ��������
�� �
����
���

�� �������� �
�
�	�� �� �

�� �������� ������	�
�� ������� �����

��
 	�� ��� ��

��	 �

�� ���� ������� �������
�� 
��� 

��

�� � �

��� ����� ����� ��� � ��
� �����

��
��



!����,!������
���������
� Real World Example
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� Lasso constraint: sign of any non-zero coordinate bj

must agree with the sign sj of the current correlation.

� Lasso Modification:
� If within a step, bj will change sign, then stop at bj=0, and 

remove xj from the active regressor group: A=A-{j}

� When could bj change sign in Lars?
� With a new regressor added in, if the equiangular vector is 

not in the convex cone formed by the regressor group, then 
it’s possible to have some bj decrease.
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� We use Lars directly:
� Faster than the modified Lars (Lasso)
� Overwhelming similar to Lasso solutions

� Potential selection power of Lars
� Choosing “best” bases that adapts to the problem
� Why is Random/Lars pretty good?

� Compressive sampling point of view
� Boosting point of view
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� Compressive sampling/ Compressed sensing

� Justification of Random Projection/Lars
� Deterministic projections

� Uncertain Component Analysis
� Cool idea: maximizing the product of posterior 

probability of the data=maximizing mutual 
information of (X, XP) under uniform prior 
assumption 

� New criteria of good projections—test it on the 
bases selected by Lars
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