The Normativity of Self-Grounded Reason

David Copp

In this paper, I propose, and then attempt to ground, a standard of practical rationality. According to this standard, to a first approximation, rationality consists in the efficient pursuit of what one values. This standard differs from the familiar principle of instrumental reason, which requires us to take the most efficient means to our ends, for it gives special emphasis to those of our ends that qualify as our “values.” It also differs from the principle of self-interest, which requires us to pursue our own good, both because we might value the good of others as much as our own good, and because, if we are unwise, we might value things that are bad for ourselves. I speak of the conception of rationality I develop as “self-grounded” because it requires the pursuit of a person’s own values, and also because, as I shall argue, a person’s values are grounded in her identity, on one useful conception of the identity of persons.

The idea of grounding a standard of rationality will require some discussion. The term comes from Kant, as does my strategy, broadly understood, for I aim to ground the standard of self-grounded reason in the idea of autonomous agency, which of course is a strategy inspired by
Kant’s work in the *Groundwork*.² The account I shall give of autonomous agency is very different from Kant’s, however, and my conception of rationality is modest by comparison with a Kantian conception.³ Most important, it does not guarantee a strong Kantian link between rationality and morality, for a person can exhibit a rational efficiency in the pursuit of what she values even if her values are morally abhorrent. Moreover, the grounding that I shall propose is compatible with naturalism; it does not rest on claims that purport to be synthetic a priori, nor does it depend on a non-naturalistic metaphysics.

The basic idea is this: To be autonomous is to be self-governing. To be rational is at least in part to be self-governing; it is to do well, by a standard that we need to specify, in governing oneself. I argue that a person’s values are aspects of her identity in a way that most of her ends are not, and that it therefore is plausible to view action governed by one’s values as self-governed. This is also plausible on independent grounds. Given this, I say, rational agents comply with a standard – the “values standard” – that requires them to serve their values, and to seek what they need in order to continue to be able to serve their values.⁴ I argue, then, that there is reason for an agent to serve her values and to seek what she needs in order to continue to be able to serve her values. An agent’s values are a source of reasons – reasons of a kind that any rational person would take into account in deliberation, if she were aware of them, just in virtue of being rational. I call such reasons, “self-grounded reasons”, or “reasons of autonomy”. I sometimes call the conception of self-grounded rationality, the “autonomy conception”.

The autonomy conception combines an account of the content of the standard of rationality with an account of its grounding. I begin, in section 1, by outlining some of the
advantages of the conception. In the next two sections, I explain the conception of autonomous agency, and I briefly discuss Michael Bratman’s model of such agency. In section 4, I develop an account of the identity of persons, and in section 5, I propose a conception of an agent’s values and link it to my account of identity and through it to the conception of autonomous agency. I then turn to the content of the standard of rationality. In section 6, I outline the values standard, and, in section 7, I address an important objection, the objection from ungrounded ends. In sections 8 and 9, I explain the idea of grounding a standard and argue that the values standard can be grounded in the conception of autonomous agency. Finally, in section 10, I explain the way in which, on the autonomy conception, rationality has priority for practical deliberation.

1. Why Take This Road?

I believe that the autonomy conception has both intuitive and theoretical advantages over the familiar alternatives. One advantage is that it is compatible with a pluralistic view of reasons and normativity, a view that could be called “reasons pluralism.” I do not aim to defend reasons pluralism in this paper, and an advocate of the autonomy conception could consistently deny it. Nevertheless, I think reasons pluralism is plausible. To focus the discussion, I offer an example.5

Imagine a group of mountain climbers who, after weeks of struggle, are within a day’s climb of the summit of Everest. They will have to turn back tomorrow. Just after they begin their final push for the summit, they come across a small party of climbers who are huddled together, clearly in terrible need of help. These people, “the victims”, are in their predicament as
a result of an extraordinary combination of circumstances, including unusually extreme weather. They need to be helped down to a lower elevation, and their needs are immediate and life-threatening. The first group might realize that, morally, they ought to help. Yet they are indifferent to moral considerations; they do not care whether they are doing what they morally ought to do. They hurry on to the summit. In doing so, they are being extremely selfish and callous, but, intuitively, this is compatible with their being entirely rational.

This example brings out several intuitive points about our ideas of rationality and reasons for action, points that are accommodated by the autonomy conception.

First, the example suggests that a person can be rational in knowingly doing something morally wrong. Kant would disagree, I take it, but I shall not argue against the Kantian view in this paper. My focus will be on developing the autonomy conception rather than on arguing against alternatives or exploring the relation between rationality and morality.

One might think that if the climbers believe they ought morally to help the victims, then they have moral values, and so, on the autonomy conception, they have a self-grounded reason to help. I will argue, however, that an agent’s values (in the relevant sense) are not beliefs. Despite their beliefs, the climbers may lack moral values, and so, on the autonomy conception, they may be rational to ignore any temptation to help the victims. Rationality does not ensure moral virtue. A rational person may have moral values, but she need not.

Second, I think the example supports the intuitive plausibility of reasons pluralism – the view that there are different kinds of reasons, including moral reasons, self-grounded reasons, reasons of etiquette, and so on. And the example suggests, third, that if rationality is a matter of
responsiveness to reasons, it is a responsiveness to reasons of a certain kind. Even if there are reasons of etiquette, for example, a rational person might decide not to give them any weight, just as, in the Everest example, the climbers decide to set aside moral considerations. On the autonomy conception, the reasons that a rational agent takes into account in deciding what to do, if she is aware of them, simply in virtue of being rational, are self-grounded reasons – these are (roughly) facts about the impact the agent’s alternatives would have on what she values.\(^7\)

Fourth, in the example it seems intuitively plausible both that the climbers rationally ought to continue the climb and that they morally ought to help the victims. Intuitively, just as there are different kinds of reasons, there are different kinds of “ought”. This raises the question of what the climbers ought to do simpliciter. I have argued elsewhere that there is not a highest order normative standard or kind of reason relative to which there is in general something that ought to be done simpliciter.\(^8\) If I am correct, there is no answer to the question of what the climbers ought to do simpliciter, but I will not be arguing for this position here. The autonomy conception is compatible with the thesis that the rational action is required simpliciter but does not entail it.\(^9\)

One might object that when we are making a decision, we want to know what to do period, not merely what to do rationally. My account speaks to this concern, but not by assigning a special metaphysical status to self-grounded rationality. Rather, as I shall explain, it assigns a deliberative priority to self-grounded rationality. Self-grounded reasons play a central role in rational deliberation that is not played by other kinds of reason, such as moral reasons – unless the agent has the relevant values. One might insist in light of this that, on my account,
self-grounded reasons are the only genuine or genuinely normative reasons. But there are moral considerations that count for and against our decisions, and it would obscure this fact if we denied that moral reasons are “genuine” or “normative.” But this is a side issue. It concerns how best to formulate reasons pluralism, not how best to formulate the autonomy conception.

The autonomy conception has certain theoretical advantages in addition to its intuitive advantages. First, it seeks to ground the values standard. Don Hubin has proposed that rationality consists in conformity to something like the values standard, but he sees no need to ground the standard. Admittedly, it will not be clear why it is an advantage to provide a grounding until I have explained what this involves, but the objective is to explain the normativity of the values standard. It is to explain why so-called self-grounded reasons deserve the label “reasons”. I agree, then, with Christine Korsgaard that a principle of practical reason “needs a normative foundation.”

Second, my account offers a kind of realism about rational requirements that is compatible with metaphysical naturalism. On my account, thoughts about rational action and choice are beliefs with naturalistic truth conditions.

In short, I think that the autonomy conception is at the core of an intuitively plausible view about reasons and rationality, which can be integrated into a plausible overall view of deliberation and choice. In the Everest example, if we think the climbers were acting rationally in pressing on to the summit, it is because we understand them as efficiently pursuing their underlying values. Of course, our concern with our own rationality is not due, at least not primarily, to a concern to understand what we are doing. It is due to a concern, inter alia, to do well in governing our lives. The autonomy conception can explain this. It conceives of
rationality as consisting in a kind of success in serving one’s values, and as I conceive of valuing, it is partly constitutive of having values (in the relevant sense) that a person have certain policies for her own behavior. On this picture, as I will explain, rational behavior instantiates a kind of self-government.

2. Autonomous Agency

The literature on autonomous agency is primarily concerned to explain how we can be self-governing despite the variety of causal influences on our actions and despite the possibility of causal determinism. The explanandum in this literature is free intentional action. My project is a different one. I shall set aside the worry about determinism. Moreover, the explanandum in my project is, crudely, intentional action that is governed by the agent in a way that she “identifies” with. It is action that is autonomous in a different, “thicker” sense. Cases of akrasia or weakness of will count as autonomous action in the thinner sense, if any actions do, but in general they do not count as autonomous in the thicker sense that concerns me, for an akratic agent normally does not identify with her action in the relevant way. I shall focus on the thicker notion.

Autonomy is a matter of being “self-governing.” Consider the idea of a self-governing country or state. States are affected in many ways by the actions of other states and by the environment in which they operate, but excessive outside interferences of certain kinds are incompatible with self-government. In a self-governing state, law and public policy originate in
decisions of the government, and the government is able to implement its decisions without being subject to certain kinds of interference. By analogy, an autonomous person is someone capable of deciding for herself what to do, and capable of executing these decisions without interference of certain kinds. To be autonomous, one must meet conditions of two kinds. There are “internal” conditions, including the requirements of being able to make decisions, to form intentions, and to act on one’s intentions, and there are “external” conditions, including the requirement of being free of certain kinds of interference, including coercion and manipulation.

The “external” requirements of autonomy do not play a role in my account of rationality, for one can deal rationally with external interferences, such as coercion and manipulation. The autonomy conception explains rationality in terms of the internal requirements of self-government, so, for my purposes here, we can set aside the idea that there are also external requirements.14

The “internal” requirements of autonomy are psychological and physical properties and capabilities. First, one must have a “will”. That is, one must have a structure of beliefs, values, and desires, and the ability to decide how to act and to form intentions to act on the basis of these beliefs, values, and desires. Second, one must have the ability to make one’s will effective in leading one to act. That is, one must have the ability to act on one’s decisions, to act intentionally. One must have the power to perform bodily movements that, if one is successful, will constitute doing what one has decided to do. The notion of intentional action needs to be explicated, but I believe it is clear enough for my purposes. Autonomous behavior is intentional, in that the agent could in principle give her reason for acting as she does, where her reason is a
function of her intention in acting. Of course, intentional action can be irrational, so it is not necessary that the agent’s reason for acting be a good reason.

There are important distinctions to be drawn among conative states. Most important for my purposes is the distinction between ordinary desires and intentions. I might desire to eat some ice cream, even though I intend not to do so, and I might intend to do something, such as to adhere to rigid guidelines about grading, even though, in the ordinary sense of the term, I have no desire to do so. Michael Bratman has proposed that intentions are “planful states” in a way that desires are not. The key point, however, is that there is a distinction.

There is also an important distinction between “intentions in action” and “prior intentions.” A prior intention can be a specific intention – an intention to do some relatively specific kind of thing at a specific future time. But some intentions govern a kind of action in kinds of situations that I might find myself in on many occasions. An example is my intention to wear a seatbelt when driving. Bratman suggests that we think of general intentions of this kind as “policies.” The idea can be usefully extended to intentions that can be achieved only if a plan is implemented over time, where this involves acting on various more specific intentions that are components of the plan. Policies are intentions that are functionally general in that they guide the formation of various specific intentions over time.

To understand the thicker notion of self-governing agency, we need to focus on the idea of governing something, understood as a matter of regulating the thing, or exercising systematic control. Autonomous agency is agency that is controlled or regulated by the agent. The ability to have policies or plans is necessary to self-governing agency, so understood, and to the extent
that we are self-governing, we shape our lives in accord with our polices or plans. At a minimum,
we are not simply driven by our strongest desires, but we select which desires to satisfy and
which to treat as ends. There is, for example, the experience, when standing on a tall observation
platform, of feeling drawn to jump. To the extent that we are autonomous, we can ignore such
desires; we can refrain from treating their objects as goals to achieve. This ability to decide which
of our desires to act on is part of what is involved in the ability to plan. Beyond this, in
planning, we decide among alternative future courses of behavior, settle on priorities and
strategies for achieving our priorities, and of course, if we are self-governing, we act on the basis
of such strategies and plans. A person may have various plans or policies, and qualify as acting
autonomously in the thin sense, even if she fails in various ways to control or regulate her action
systematically on the basis of her plans or policies. She might follow her plans only in a
haphazard manner; her decisions might not tend to serve her plans well, or they might not reflect
the priorities she has settled on in her planning, and so on. Hence, an agent can be autonomous in
the thinner sense without being self-governing in the thicker sense that interests me.

In this thicker sense, I shall argue, a self-governing person regulates or controls her actions
on the basis of intentions and plans that serve her values, or are at least constrained by her
values, such that serving those intentions and plans does not conflict with serving her values. I
shall argue that our values are a central subset of our policies, but this is a different point. Here
the point is that the values of an autonomous agent constrain the rest of her policies and goals –
the ones that do not qualify as values. Hence the policies and goals that shape her decisions have
been shaped by her values. Of course, autonomous agents can act on urges and desires, but they
indulge such things within boundaries set by their values. In what follows, when I speak of autonomous agency, I shall intend self-governing agency in this thick sense.

3. Bratman on Autonomous Agency

In introducing the thick notion of autonomous agency, I described it as agency that is controlled and regulated by the agent herself in a way she identifies with. I have not yet explained in what sense an autonomous agent identifies with the way she controls actions that are governed by her values. Before proceeding to explain this, it will be useful to consider a different model of self-governing agency, the model that has been proposed by Michael Bratman.21 His model is similar to mine, and my proposal builds on his work in the theory of action. The main difference between our views is that Bratman invokes a metaphysical conception of the identity of persons in order to explain the sense in which self-governing behavior issues from the self. I invoke, instead, a non-metaphysical idea, the idea that an agent can “identify” with a way of controlling action.

Bratman aims to provide a model of the “core elements of autonomy” in at least a significant family of cases of autonomous agency, which he calls cases of “hierarchical self-governance”.22 His model agrees with mine in seeing autonomous action as regulated by a subset of the agent’s policies. But whereas I think the relevant policies are our values, in Bratman’s model they are “self-governing policies”.23 These are second-order policies concerned with the functioning of desires and other conative states in practical reasoning. An example would be my
policy of giving weight in deliberation to my desire for safety. Such policies function to guide deliberation. And, because they typically are stable across time, and because guidance by them involves reference to plans and desires the agent has at other times, they play a role in organizing the agent’s life across time. They play this role by means of “continuities and connections” of the kind that, as he reminds us, are central to Lockean accounts of personal identity.24

I need to explain this. At any time that a person is conscious, she is having various experiences, thoughts, feelings, emotions, and so on. As time passes, the person has new experiences, remembers past experiences, anticipates the future, regrets the past, forms plans, adopts goals, learns new things, and so on. These events in the psychological life of a person are related to one another in a variety of ways that go beyond their mere ordering in time. We are not dealing with a kaleidoscopic flux of unrelated events. For instance, there are memories of previous experiences and anticipations of future experiences; there are plans that are formulated at one time and carried out in specific intentions at a future time. A person might have forgotten many childhood experiences by the time she is in middle age, but as a teenager she likely still remembered many of them, and in middle age she might remember much of what occurred to her as a teenager. In this way, events in childhood might be linked to the memories of middle age by an overlapping chain of memories. Given all of this, the Lockean idea is that a person is essentially a stream of psychological events and states that is unified by the fact that the events and states in the stream are linked together in a chain by the kinds of psychological continuities and connections to which I have been referring.

We can now return to Bratman’s view. His idea is that self-governing policies function to
guide deliberation in a way that involves reference to plans and desires the agent has at other times, including especially future times. They therefore organize the agent’s life across time by means of continuities and connections of the kind that, in Lockean accounts of personal identity, organize what would otherwise be merely a kaleidoscopic sequence of psychological events into a unified life of a single person. Because of this, Bratman argues, self-governing policies are fitted to constitute “the agent’s practical standpoint”. They are fitted to do this provided the agent is “satisfied” with them. Bratman explains the latter idea negatively: to be satisfied with a self-governing policy P is for P not to be in conflict with one’s other self-governing policies (and quasi-policies) in a way that tends to undermine the role of P in supporting Lockean continuities and connections. Finally, Bratman points out, the policies that figure in his model will be self-referential because they will speak to their own functioning. In sum, Bratman holds that, “in a basic case”, self-governing agency consists in “the known guidance of practical thought and action by [reflexive] self-governing policies with which the agent is satisfied.”

This is an important and elegant model of self-governing agency, and it deserves a sustained discussion beyond what I can give it here. But I have two worries.

First, I believe it is a mistake to think that autonomous action is typically guided by self-governing policies. I think that what is crucial to self-government is that one’s life be governed by one’s values. In order to make it fully clear why I say this, I need to develop my accounts of values and identity, which I will do in the next two sections of the paper. But the basic point is simple. I value my safety, for instance, and values of this kind are not self-governing policies because they are “first order.” In valuing my safety, I am concerned directly with my safety, not...
with my conative states or with my practical deliberation. It seems to me, however, that actions that are controlled or governed by first-order values of this kind have at least as good a claim to qualify as autonomous as do actions that are controlled or governed by Bratman’s self-governing policies. Most of the values of a typical person are not self-governing policies, since they are first-order. It seems to me that self-governance by such values is typical of autonomous agency.

In response, Bratman could point out that seeming first-order values often consist in clusters of policies that include self-governing policies. For example, valuing my safety might involve a policy of not permitting my love of adventure to outweigh safety in my deliberation. Still, I presumably would have this policy because I value safety. In general, it seems plausible that self-governing policies are adopted to serve our values. So I see no reason to privilege self-governance by self-governing policies by comparison with first-order policies, such as the simple policy of seeing to my safety. Hence, I think Bratman’s model describes a special case of autonomy rather than the typical case.

Second, I think we need a richer account of the agent’s endorsement of, or identification with, the elements of her practical standpoint. “Satisfaction” with reflexive self-governing policies is inadequate. To see this, imagine an obsessive person who is obsessed to give no weight in practical deliberation to her obsessions (including this one). This obsession appears to qualify as a self-referential self-governing policy, and the person may count as “satisfied” with it since its Lockean role may be unimpeded by conflict with any other self-governing policies (or quasi-policies). If so, then it may qualify as part of the person’s practical standpoint. This seems to be a mistake because the person neither endorses this obsession nor endorses its having
a role in her deliberation. If it has such a role, she might be ashamed that does. After all, she is obsessed to give it no weight. So I think we should exclude it from her “practical standpoint”.

It seems to me, then, that there are two main problems with Bratman’s account. In my view, autonomous action is, roughly, action guided by a person’s values, where, as I will explain, a person’s values figure in her “identity” in a sense that ensures that she endorses their governing her action. A person’s values can be first-order, so my view avoids the first problem with Bratman’s account. And, as I will explain, the fact that a person’s values figure in her identity ensures that they are relevantly endorsed, so my view also avoids the second problem.

4. Autonomy and The Identity of Persons

The life of an autonomous agent is governed in some important sense by the agent herself. This may suggest that an adequate account of autonomy needs to invoke a metaphysical conception of what agents are – a metaphysical conception of the identity of persons. As we saw, Bratman invokes a Lockean conception of the person. I think, however, that an account of autonomy should be neutral among various metaphysical accounts of the person. What we need, to use Bratman’s term, is a viable conception of the agent’s “practical standpoint,” which can be understood, roughly, as the set of psychological states of the person that, when they control her behavior, qualify it as self-governed action. The idea of a practical standpoint presupposes that we can identify a person in order to draw a distinction within the person’s psychology between different ways that action is controlled, so it assumes that the metaphysics of persons is not at
issue. The issue we face is psychological, not metaphysical.

In this section, I shall propose an idea of the psychological “identity” of persons, and use it to develop a conception of the agent’s practical standpoint. The basic idea is that certain of a person’s beliefs about her life constitute a whole that we can call her “identity” because of the way that these beliefs ground emotions of esteem, such as pride and shame. Such emotions are related to a person’s conception of herself because she “identifies” in a relevant way with their objects. Philippa Foot said, “The characteristic object of pride is something seen ... as in some way a man’s own.” And I think that a corresponding point could be made about shame and other emotions of esteem. I propose, then, to take a person’s identity – her “self-esteem identity” – to be constituted by (roughly) the set of propositions about her life that she believes and that ground emotions of esteem. A person’s practical standpoint can be seen as that part of her identity that is concerned inter alia with plans for her life – plans which are such that her beliefs about her success or failure in accomplishing them ground emotions of esteem.

The use of the term “identity” to express a psychological notion of the sort I have in mind is fairly recent. Korsgaard has proposed that a person’s identity is a system of characteristics that the person has and values having. But I want to allow for cases in which a person disvalues an aspect of her identity. During Apartheid in South Africa, blacks were abused and humiliated on account of being black, and it is likely that many of them disvalued being black. Yet being black is a property that I would want to treat as part of their identity. K. Anthony Appiah has suggested that the identity of a person is a set of “properties important for social life”, which might “matter to their bearers in very different ways.” But a person might be
tormented by an apparently trivial event that she takes to be quite central to her life even though, and perhaps because, it was not important socially. I would want to treat this as an aspect of her identity.

We should evaluate accounts of “identity” on the basis of their explanatory usefulness. Different accounts might have different explanatory merits. I initially developed the idea of self-esteem identity in order to cast light on some issues in political philosophy, especially the power and importance of nationalism and patriotism. In this paper, I will use the idea to illuminate the difference between self-governed action and action that is intentional but that conflicts with our values or is governed only by relatively shallow and perhaps transient goals or desires.

I have suggested that the life of an autonomous agent is governed by her own policies and plans, and, more specifically, by her values, which are a subset of her policies and plans. The connection with the idea of identity is, I shall argue, that a person’s values qualify as aspects of her identity. This remains to be explained, but if we assume it to be correct, then we can see a connection between governing one’s life on the basis of one’s values and governing one’s life oneself. I have introduced the idea that an agent who regulates her life on the basis of her values qualifies as self-governing. I am now suggesting that she also qualifies as self-governing, for her values figure in her identity and constitute her practical standpoint. They ground emotions of esteem that reveal the shape of her self-conception. Moreover, I want to argue, any self-governing agent governs her life on the basis of her values. For otherwise, given that her values are aspects of her self-esteem identity as I will explain, she would be ashamed or disappointed in herself on account of her actions, which would indicate a failure in self-government as she herself
sees things. I want to say, then, that an agent is self-governing just in case she governs her life on the basis of her values. Self-governed behavior is not merely intentional and uncoerced. It is regulated by our values, and given that our values are deep psychological features of ourselves that affect our fundamental attitudes toward ourselves, and thereby figure in our identity, self-governed behavior also in this way expresses the agent’s identity. The argument turns on the idea of self-esteem identity, which I shall now proceed to explain.

I need to begin with a brief discussion of the concept of self-esteem. Self-esteem is a matter of the degree to which one feels satisfied with oneself on balance, and this is a matter of the degree to which one has a sense of worth. A sense of worth should not be identified with a set of beliefs about one’s value. A person might believe herself to be valuable, or even to be superior to others, but have low self-esteem, feeling unworthy and insecure. Another person might believe herself to be mediocre, but, despite this, have a solid sense of self-esteem. Self-esteem involves an emotional assessment of oneself, or an emotional stance toward oneself.

A range of emotions is involved. Call them, “emotions of esteem”. On the positive side, a person can feel good about herself, satisfied or comfortable with herself, or have a sense of worth or security or confidence in herself. A person can take pride in various things to which she takes herself to be related in a relevant way. A person can feel enhanced by something. On the negative side, a person might feel worthless or dissatisfied or uncomfortable with herself or have a sense of insecurity or lack confidence. She can feel shame, humiliation, or embarrassment. She can feel diminished by something. All of these emotions can bear on a person’s self-esteem.

A person’s emotions of esteem are grounded in her beliefs, often in a cluster of beliefs, in
one of two ways. First, an emotion of esteem might take as its object a proposition that the person believes. For example, a person might be ashamed that she stole a radio. Second, the person might have a belief she would cite, or the propositional object of which she would cite, to explain her feeling. For example, a person might explain being ashamed that she stole the radio by remarking that she knew at the time she was doing something wrong.

Emotions of esteem can be fleeting. It might be a temporary and short-lived fact about me that I feel ashamed of myself for leaving a miserly tip for a waiter. But even if the shame I feel about the tip is short-lived, it might be a relatively enduring fact about me that I feel ashamed when I recall gaffes I have committed, such as leaving a small tip. We are interested in stable and enduring facts of this kind about person’s emotions of esteem and their grounds.

Consider, then, the set of propositions about a person that are believed by the person and that ground emotions of esteem in her in one of the two ways given above, in a stable or relatively enduring way. Let us provisionally define a person’s self-esteem identity as consisting in this set of propositions. Suppose, for example, that you are proud that you have Greek ancestry, ashamed that you cannot speak Greek, embarrassed that you have a tendency to leave miserly tips, and mortified that you stole a radio. In this case, the propositions that are the objects of these emotions, or belief in which explains them, are parts of your identity.

We need to amend this account, for there are cases in which people would feel emotions of esteem in various hypothetical circumstances that seem diagnostic of their identity. Imagine a man who is not proud of his Greek ancestry, but who would feel diminished if he somehow came to believe that he did not have Greek ancestry. If so, his having Greek ancestry ought to be
counted as part of his identity. There are also cases in which a person’s emotions of esteem would be affected if, counter-factually, she believed certain things about other people, or about a group or an entity, to which she takes herself to be relevantly related. For example, the man might feel pride if someone else whom he believes also to be Greek won the Nobel Peace Prize. In this case too, having Greek ancestry ought to be counted as part of the man’s identity.

Here, then, is the proposal. The “self-esteem identity” of a person at a particular stage in her life is the set of propositions about herself, each of which she believes, where her belief grounds an emotion of esteem. In some cases, her belief “actively” grounds such an emotion. In other cases, her belief grounds such an emotion “potentially” in one of two ways. Either it would ground an emotion of esteem if she had certain relevant beliefs about other people or about a group or entity to which she takes herself to be relevantly related, or, if she came to believe its negation, this new belief would ground an emotion of esteem. More formally:

The proposition that S is F or that S is R-related to E is an element of S’s identity during a stage s of her life just in case S believes the proposition during s and either

(a) this belief grounds an emotion of esteem in a stable or relatively enduring way during s, or
(b) it would do so, if S had certain beliefs about E or about other people whom she believes to be F, or to be R-related to E, or

(c) if S were to come to believe during s that she is not F, or that she is not R-related to E, then, other things being equal, this belief would ground an emotion of esteem in a stable or relatively enduring way during s.

For present purposes, the important point is the connection between self-esteem identity
and self-government. Suppose that you have planned your life around various “projects,” such as raising a family, excelling in your career, being fair in your dealings with others, and so on. The degree to which you are content with yourself will be grounded, among other things, in the degree to which you believe you are finding success in these projects. Since self-contentment is an emotion of esteem, this means that the fact that these are your projects and that you are succeeding in them is an aspect of your identity. Moral commitment and moral character are also entangled with your identity. If a person subscribes to a moral principle, attitudes of shame, guilt, or contentment would be grounded in her record of compliance with the principle. Indeed, the fact that she subscribes to the principle likely would be an aspect of her identity, for she likely would feel ashamed if she came to believe that she does not actually subscribe to the principle. And the things a virtuous person believes about her moral character also normally ground emotions of esteem such as pride or shame, either actually or potentially. A virtuous person would see herself as honest, as not manipulative, and so on, and she would feel ashamed or diminished if she came to see herself as dishonest or as manipulative. Hence, her identity would normally include propositions such as that she is honest and non-manipulative.

Similar considerations show that a person’s values are aspects of her self-esteem identity. If a person values honesty, she would tend to feel ashamed of herself if she were to realize she had acted dishonestly, for instance, and she would also feel ashamed of herself if she came to believe that she is not an honest person. Hence, the fact that she values honesty will be an aspect of her self-esteem identity. Nor is this merely likely to be the case. It seems to me that a person who values honesty must have a tendency to feel ashamed if she thinks she has acted...
dishonestly or if she comes to believe she actually is not honest. This is why the presence or absence of such emotions is evidence of a person’s values. In general, then, on my account of valuing, and on my account of identity, a person’s values are aspects of her identity.

There is a technical difficulty that needs to be addressed. A person’s identity is a set of propositions she believes. The difficulty is that, on my view, as I will explain more fully in the next section, a person’s values are policies or general intentions rather than beliefs. Moreover, such a policy can be merely implicit in the sense that one might not be able to formulate it and one might not follow it self-consciously. Hence, if I want to maintain that a person’s values are “aspects” of her identity, it appears I need to say what proposition a person believes when she values V such that (a) it qualifies as an element of her identity on my account of self-esteem identity, and (b) it concerns V in a relevant way or is appropriately related to V. Suppose, then, that you value honesty. In this case, I think you would believe that you have a policy of being honest. This belief might be merely implicit, in that you might not have it consciously in mind, and it might be rather inarticulate, in that, for example, you might not think of yourself as having a “policy” rather than simply a desire to be honest. Nevertheless I think some such belief would be present. Jay Wallace has argued that our intentions are ordinarily “fairly accessible to consciousness,” given the role they play in shaping our deliberation. He argues in fact that someone who does not believe that she intends to do x “cannot really be described as having the intention to do x.” The point, of course, is that policies are general intentions. My proposal, then, is that if a person values V, the proposition that she has a policy of pursuing V is an element of her identity. Indeed, a cluster of beliefs regarding V will normally be included in her
identity, including especially beliefs about her success or failure in serving V. For example, if she believes she missed an opportunity to serve V, she will tend to be disappointed in herself. A person’s values are revealed by the emotions of esteem that she feels or tends to feel and they are embedded in her psychology in virtue of their connection with such emotions. Given all of this, I think it is appropriate to speak of a person’s values as being “aspects” of her identity.

A person **endorses** the role of her values in governing her actions in that she is content with herself when she deliberates and acts in accord with them, ashamed to fail to do so, and so on. To see the importance of this, notice that a person with an obsession might be ashamed of her obsession and ashamed to indulge it. In such a case, the fact that she has the obsession would be an aspect of her identity, but we would not want to count indulging it as an instance of self-government. This is for two reasons. First, the obsession is not an aspect of the person’s identity in the right way. Control of one’s deliberation and actions by one’s values is control by an aspect of one’s identity that is endorsed in one’s identity, where such control is also endorsed in one’s identity. Obsessions are not normally endorsed in this way, nor is their role in one’s life. Second, an obsession is not normally a policy, and the compulsive nature of an obsession subverts the control of one’s actions by policies. In discussing Bratman’s view, I gave an example of an obsessive policy, but the policy in that example was in part a policy of giving itself no weight in deliberation, so the agent did not endorse its playing a role in her deliberation.

Let me then return to the argument that began this section. If an agent regulates her life on the basis of her values, she qualifies as **self-governing**, for her values figure in her identity. Her actions express her self-conception. And she qualifies as self-governing, for she endorses control
of her actions by her values and endorses her values. Moreover if an agent is self-governing, she
governs her life on the basis of her values, for otherwise she would be ashamed or disappointed in
herself on account of her actions, which would indicate a failure in self-government as she herself
sees things. Hence, as I claimed, an agent is (thickly) self-governing just in case she governs her
life on the basis of her values. Her values constitute her practical standpoint.

5. Values as Policies for Action

I have argued that (thickly) autonomous agency is agency that is regulated by the agent’s
values. And I have suggested that our values are a kind of policy, where a policy is a kind of
general intention. I now need to defend this suggestion. I suggested that our values figure in our
identity in a way that ordinary policies and plans need not. I want to argue that, because of this,
and because we endorse control of our actions by our values, to the extent that we are self-
governed, our actions are shaped and constrained by our values. But to make the argument go
through, I need to show that values can be understood as things that can regulate behavior, and to
achieve this, I want to argue that values are a kind of policy for action. I also need to argue that
our values are basic or fundamental policies that, to the extent we are self-governed, constrain the
more occasional and instrumental plans and ends that shape action. The fact that our values are
intrinsic policies helps to support this view, as I shall explain, as does the fact that they figure in
our identity in a way that ordinary policies and plans do not. The latter fact means that there are
emotions of esteem to back up the controlling and regulating function of our values. It means that
the engine of self-esteem helps to regulate the actions of a self-governing agent.

Let me begin to explain why I hold that our values – or our values “for action” – are a kind of policy. We need to distinguish, of course, between the things that a person values and her state of valuing those things. Consider, for example, what would be involved in valuing honesty, friendship, and so on. I think it is plausible that a person who values honesty must have a policy of being honest. She might sometimes fail to be honest, of course, but honesty must be her policy. It is not enough, for example, that she be honest merely as a result of finding honesty in her best interest from time to time. Tim Scanlon suggests that to value friendship is among other things to have a policy of being a “good friend”, of being loyal to friends, of being concerned with their interests, of spending time with them, and so on. It is also to have a policy of seeking to have friends, to keep the friends one has, and to want those we care about to have friends of their own.45 So I think that to value honesty and friendship would be, inter alia, to have a set of rough-and-ready policies regarding truth telling, spending time with friends, and so on. In general, I think, to value something “for action” is, inter alia, to have a kind of policy with respect to it.

More is involved in valuing than having policies. The policies in question must be relatively stable. Our values do not switch on and off like light bulbs. They are policies of and for temporally extended beings. Normally, moreover, a person who values something is satisfied with the relevant policy, and does not regret it or desire to lose it.46 Of course, we can imagine circumstances in which a person who values honesty would regret her honesty. Perhaps honesty has cost her a friend, for example. A person can have a kind of alienation from her values,
perhaps viewing herself as naive for valuing honesty the way she does.\textsuperscript{47} Nevertheless, such regret or alienation cannot go too far. For if a person values honesty, she would tend to feel shame or guilt or disappointment in herself, or regret, if she failed to be honest on a given occasion. Some of our policies are not like this. For example, even if I have a policy of exercising in the morning, I would not feel disappointed in myself if, on some occasions, I exercised in the afternoon instead. This shows, I think, that I do not value exercising in the morning. Perhaps I value exercising as such, but if so, then I would feel disappointed in myself if I failed to exercise in line with my policy. Our values for action, therefore, are part of our self-esteem identity, as I have already explained.

I now want to add that I have in mind things that we value intrinsically. Our values are “intrinsic policies”. This idea is easiest to characterize negatively, as follows. If a policy is intrinsic, we do not have it merely because we think that carrying it out will be or may be instrumental to carrying out other policies that we have or achieving other things that we want.\textsuperscript{48} Instrumental plans and ends rest on other ends, but intrinsic policies do not. For example, my policy of wearing a seatbelt is not intrinsic, since I have that policy only because complying with it contributes to my safety. But my policy of seeing to my safety is intrinsic. I do not have it merely for instrumental reasons. Given, then, that our values are intrinsic policies, they are more basic in the government of our lives than our more occasional and instrumental plans and ends.

I propose, then, that for a person to value something “for action” is at least in part for her to have an intrinsic policy of choosing or acting in relevant ways, a policy that is relatively stable, that on the whole she is content to have, a policy compliance with which affects her
emotions of self-esteem and which is therefore partly constitutive of her identity, and a policy
whose role in governing her actions she endorses.\textsuperscript{49} This account could be taken as a stipulative,
but I think it meshes with an ordinary understanding of what is involved in valuing.

One might object that there are cases in which valuing does \textit{not} seem to involve having
policies for action, at least not centrally. These are cases in which we value things we believe we
cannot affect in any significant way. For example, I might value the accomplishments of
Aristotle.\textsuperscript{50} I realize I can do nothing to affect the accomplishments of Aristotle, so my valuing
them would seem not to involve my having any policies.

In response, I propose that, even in cases of this kind, a person must have relevant
dispositions. Suppose, for example, that a person values the pristine environment of Ellesmere
Island. If she came to know that the Island is threatened by pollution, she surely would have a
tendency to support calls for conservation and the like. Having such dispositions is the kind of
thing involved, \textit{inter alia}, in having a policy of the relevant kind. Moreover, the problem cases
seem to be ones in which a person values an instance of a kind that she values, where valuing the
\textit{kind} involves having a relevant policy. For example, a person who values Aristotle’s
accomplishments may value them as an example of philosophical accomplishment, and if so, she
would have corresponding policies, such as a policy of encouraging, supporting and applauding
such accomplishments. But the important point is that there is such a thing as having a policy,
and valuing something “for action” does involve having relevant policies.

My proposal, after all, is to explain rationality and self-grounded reasons in terms of the
values standard, and the values standard is to be understood as concerned with our values for
action, values the having of which involves, inter alia, having relevant policies. Our “values for action” are a subclass of our values. (If this is doubted, as I said, we could take my usage to be stipulative. The values standard would then be concerned with policies of the relevant kind.)

Various other proposals have been made about what is involved in valuing something. Scanlon holds that to value something is to take oneself to have reasons for holding positive attitudes toward it and for acting in certain ways in regard to it. There are several problems with this proposal. First, it makes valuing something more of an intellectual matter than seems plausible, since it seems to imply that one must have the concept of a reason in order to value anything. Second, it seems that a person’s values might run contrary to her beliefs about reasons. A person might take herself to have (aesthetic) reasons to hold positive attitudes toward listening to classical music, but she might not value listening to it. She might not enjoy it, and she might have a policy of avoiding it. If she enjoyed jazz and listened to jazz on a regular basis, then it would be more revealing, I think, to describe her as valuing jazz rather than classical music, regardless of whether she would agree that she has (aesthetic) reason to listen to jazz. Finally, and most important, Scanlon’s proposal is not open to me. He aims to explain valuing in terms of taking oneself to have a reason, but one thing I am trying to explain is what a person would be thinking, in thinking she had a reason. I need an account of valuing that does not use the notion of a reason because my goal is to explain self-grounded reasons in terms of the attitude of valuing.

One might suggest that to value something is to believe it is valuable. It seems to me, however, that this proposal also makes valuing more of an intellectual matter than is plausible. A person might have no beliefs about the value of listening to music yet still value listening to jazz.
The proposal also runs into difficulty with pluralism about the bases of value. A person might believe that listening to classical music is aesthetically valuable yet think that listening to jazz is valuable as a source of pleasure. Her values might track the latter beliefs rather than the former. Finally, a person’s values might run contrary to her beliefs about what is valuable. She might believe that listening to classical music is valuable yet she might strongly dislike it and have a policy of seeking out jazz. We could say that she “values” listening to classical music, simply to report her belief, but in most contexts, I think it would be misleading to say this.

It is plausible, nevertheless, that valuing something (in my sense) typically goes hand in hand with believing the thing is valuable or good, in at least some respect. But such belief is not necessary. In many cases, valuing something (in my sense) precedes believing that the thing is valuable. For example, in most cases, I believe, people come to value having a family without first having beliefs about the value of a family. There is perhaps a biological basis to our valuing having a family, which would help to explain this. For my purposes the important point is that, as the example suggests, a belief in the value of something is not invariably prior in the order of explanation to valuing the thing (in my sense). Moreover, the example shows that it need not be irrational for a person to value something in a case in which the fact that she values it (in my sense) is not explained by a belief that the thing is valuable. And it shows as well that it need not be irrational to value something (in my sense) without believing it is valuable. We are not irrational to value having a family in the years before maturity brings an understanding of why having a family is valuable.

One might object, however, that it would be irrational to value something (in my sense)
while believing that the thing has no value at all or that it is not good in any respect. It might seem that there would be a kind of incoherence in this combination of valuing and belief. A person is content with herself when she acts in accord with her values, but it might seem that it would be incoherent to be content with oneself for acting in accord with a policy if one believes that it, or its object, has no value at all. In response, I concede that emotions of esteem depend on one’s beliefs in subtle ways. Yet, despite this, a person can value something that she believes not to be good in any respect, and do so, I think, without irrationality. Someone might value listening to jazz even if she believes there is nothing good at all about listening to jazz. Suppose that many of her friends are driven to avoid spending time on pursuits that they believe to lack value; if so, she might take a kind of pride in not being similarly driven. I am not convinced that there would be an incoherence in her state of mind or an irrationality in her behavior.

My proposal, then, is that to value something is, inter alia, to have a policy. Bratman has suggested that to have a policy is to have a general intention governing kinds of action in kinds of situations. If this is correct, it is no surprise that deliberation that begins with our values can lead to action. If I have a policy of seeing to my safety, and if this involves having a general intention, then we can see why I form an intention to wear a seatbelt on getting into a car since I believe that wearing a seatbelt serves my safety. If to value something is to have a general intention, then in reasoning about how to achieve what we value, we will form more specific intentions and, when appropriate, form the intention to act, other things being equal. In this way the account of valuing that I recommend makes transparent the relation between valuing,
deliberation, and action. This is a theoretical advantage of the account.

In this section, I have been defending my view that our values are central to the autonomous regulation of behavior. First, I explained that our values are a kind of policy. Second, I argued that because they are intrinsic policies, to the extent that we are self-governed they govern our formation of specific instrumental plans that then constrain and guide our actions. Moreover, given this, and because of the way our values are components of our identity, cases in which we govern our actions by our values qualify as cases of self-government.

6. Rationality and Values

According to the autonomy conception, the concept of rationality is closely related to the concept of autonomy. Rationality is a matter of doing well at self-government (understood in the thick sense) and at securing the requirements of self-government. Controversy would center on what governing oneself well consists in. I have been arguing that governing oneself (understood in the thick sense) is basically a matter of living in accord with one’s values. If so, governing oneself well must consist basically in doing well at living in accord with one’s values (and securing the requirements of doing so). This then is what I propose rationality to consist in. Ignoring certain qualifications, I propose the following standard, which I call the “values standard”:

A person is to serve her values as well as she can, overall and in aggregate, and in situations where more than one alternative would maximally contribute to serving her values, she is to serve her (other) intrinsic goals as well as she can, overall and in aggregate.\(^5^6\)
To a first approximation, I hold that this is the standard that agents comply with insofar as they are rational – assuming that they have approximately accurate beliefs about what they value and about how to achieve what they value. It suggests the following principle:

Agent S is rationally required to do A in circumstances C just in case either (a) doing A in C is the action that would best serve S’s values, overall and in aggregate, or (b) doing A is one of a group G of actions open to S in C, each of which would serve her values, overall and in aggregate, better than anything else she could do, and, of all the actions in G, doing A in C would contribute most to serving her (other) intrinsic goals, overall and in aggregate.

One might have various objections to this proposal, including the objection that a person’s values can be pernicious. I will not be able to address every objection, but I will discuss those that seem most important. Before doing so, however, I need to mention four caveats.

First, there are constraints on the overall structure of a person’s values, goals, and beliefs. To the extent that a person is rational, her values and beliefs are coherent with one another, and her (other) intrinsic goals are coherent with her values and constrained by them and her beliefs, as well as coherent among themselves. Whether an agent is rationally required to attempt to achieve coherence in a given case depends on the costs and benefits of doing so, given the time and effort that would be required and given the agent’s values and situation.57 Second, a rational person serves her values as well as she can in light of the information available to her. She can be led by misinformation to believe that some action will serve her values when it will not, or to think that something will not serve her values when it will. Yet when her beliefs are reasonable, she may be acting rationally in acting on those beliefs.58 To be sure, a rational person seeks information that
is relevant to her capacity to serve her values and goals. She seeks such information to the extent that she is reasonable to believe that she should, given her values, her epistemic standards, and her epistemic situation.\textsuperscript{59} And she assesses what to believe in a given epistemic situation in light of her epistemic standards or values.\textsuperscript{60} Third, a rational person assesses her values and goals in light of new information when she believes she has reason to reconsider them in light of the new information. Fourth, where a person’s serving her values (or goals) would put at risk her ability to sustain herself as an autonomous agent, rationality permits her to choose to sustain herself as an autonomous agent, by seeing to it that she is able to meet her basic needs.\textsuperscript{61}

Even if we set aside these caveats, however, there is more to rational agency than merely acting \textit{in accord with} the values standard, since this could happen by chance. Rationality is a matter of governing oneself well, and how well a person is doing at governing herself depends on the way in which she makes her decisions and not merely on what she decides to do. Setting aside various complexities, the basic idea is that rational behavior is \textit{guided} by one’s values. Such guidance seems to require a person to have at least approximately accurate beliefs about the content of her values, and to act in the belief that her action “makes at least as much sense”, given her values, as would anything else.\textsuperscript{62} In some cases, an agent is guided by her values in an explicit way. She deliberates about what to do, beginning with her values, considering how best to effect them, and finally reaching a decision about what to do. In many cases, however, an agent acts without consciously going through any reasoning. If she is guided by her values, there is something she values such that she does what she does \textit{because} she thinks that her action \textit{makes sense} in light of that thing. But she normally wouldn’t think that the key property of the thing
she values is just that she values it.\textsuperscript{63} She needn’t be guided by the values standard as such.\textsuperscript{64} So, ignoring certain complexities:

In a circumstance where S is rationally required to do A, and where S has approximately accurate beliefs about what she values, and about how to serve or achieve what she values, S is fully rational in acting only if (1) S does A intentionally, and (2), where V is something S values, S does A for the reason that, among other things, S judges that doing A will best serve V, and (3), where V, V\textsubscript{1}, \ldots V\textsubscript{n}, is the set of things S values, S judges that doing A makes the most sense given V, V\textsubscript{1}, \ldots V\textsubscript{n}.\textsuperscript{65}

The reasons for which she acts should correspond to the self-grounded reasons that there are.

This suggests the following picture: A rational person – a person who “complies” with the values standard – governs herself on the basis of her values, making decisions that serve her values well given the priority she assigns to different values, and given the information she has. In situations in which all of her options would do equally well at serving her values, her values give her discretion, and she can do what will best satisfy her other intrinsic goals. She seeks information she needs in order to govern herself well, and she assesses the information and decides what to believe in light of her epistemic standards. She also seeks to sustain her ability to govern herself in this manner, at least insofar as doing so is compatible with her values, given her information. Rationality permits her to reconsider what to value, even if it calls for doing this in light of other things that she values. If a person values the life of an outdoorsman, say, then, other things being equal, she lives this way despite the temptations of the city. But if she has values that would better be served by an urban life than by life in the woods, she might face
difficult decisions. She might decide that her other values argue against the outdoors life, and she might give it up. Eventually she might cease to value it. This kind of change of values, in the interest of her furthering one’s ability to serve one’s values, can be entirely rational.66

7. The Objection from Ungrounded Ends

One might object to the values standard on the ground that a requirement to serve one’s values can be plausible only for values that are themselves supported by reasons. People can have irrational and immoral values. Steven Darwall says, “If one had no reason to adopt A (or worse, reason not to do so), then maybe [instead of serving A], one should give up A.” He says, “From the facts that one has adopted A as an end and that B is a necessary means to A, it does not follow that one ought or has reason to B.” It follows at most that one is required either to take the necessary means to A or to give up A.67 Call this the “objection from ungrounded ends.” In effect, the objection is that because people can have irrational and immoral values, compliance with the values standard cannot be a requirement of rationality.

I agree of course that the values standard needs to be grounded, and I shall propose a strategy for grounding it. This proposal will be the heart of my reply to the objection. There are, however, some preliminary responses to consider, the most important of which turns on a distinction between rationality and what I will call “wisdom”.

It will be useful to begin by considering a related objection, the objection that the values standard needs to be amended to take account of irrational values. I agree that a set of values can
be irrational – the values of a rational person must be coherent with one another. But I deny that a value can be irrational, just as such, merely in light of its content.\textsuperscript{68} One might object that since I hold that the values standard is grounded in autonomy (in a way I shall explain), I ought to admit that counter-autonomous values – values that are not compatible with one’s autonomy – are irrational. Perhaps it is irrational to have a policy of always deferring to one’s parents.\textsuperscript{69}

I do not want to accept this proposal. A person who has a policy of always deferring to her parents may be doing well at governing herself in light of this policy. I do not want to say that such a person is automatically irrational. For I want to distinguish objections to her values from criticisms of her success in governing her life in accord with her values. I say that objections to a person’s values do not speak against her rationality. I do not want to view people from cultures that do not value autonomy as irrational simply on the ground that they have counter-autonomous values. To do so would blur the important distinction between rationality, understood as a matter of how one governs oneself, and “wisdom”, understood as a matter of having values that are morally and otherwise acceptable. The objection from ungrounded ends also blurs this distinction since it denies the rationality of serving values that are not based in reasons.

The intuitive basis of the distinction between rationality and “wisdom” is suggested by the Everest example. The climbers were not wise to give such importance to climbing Everest, but, despite this, we see them as having been rational in their pursuit of their goal. The values of a rational person may be subject to a variety of criticisms; they may be immoral or impolitic or self-aggrandizing or foolish. A good navigator may not be navigating toward a good destination.
Of course, nothing turns on my choice of words to mark the distinction. It would not be a misuse of English to call the climbers irrational for giving such importance to climbing Everest or to say it would be irrational to have a policy of deferring to one’s parents. The important point is that there is a distinction between evaluating how well a person does at governing herself, given her values, and evaluating a person’s values. I am concerned with evaluations of the former kind.\textsuperscript{70}

Let me return, then, to the objection from ungrounded ends. I agree with Darwall that the fact that one has adopted an end does not entail that one has a reason to serve it, and I agree with Wallace that there is “no genuine requirement to take the means that are necessary for realizing ends that one merely happens to desire.”\textsuperscript{71} First, the values principle is concerned with serving values, not “ends”. A value is not an end that one merely happens to desire. A person might be rationally required not to pursue an end, if doing so would conflict with serving her values. So the fact that I have a given end does not mean that I have any reason to serve it. Second, I can agree that it does not follow from the fact that I value something that I have reason to serve it. The values principle is a “substantive” principle that needs to be grounded.

To be on target, then, the objection needs to be reformulated. The objection is that I have not explained why or how it can be that “ungrounded” values are a source of reasons. Michael Bratman has pointed out that this objection may be especially difficult for me, given my view that values are general intentions or policies.\textsuperscript{72} Specific intentions do not seem to be a source of basic or underived reasons.\textsuperscript{73} If I form the intention to go to the gym, this gives me reason to take my gym clothes with me, but it does not give me a new reason to go to the gym. General
intentions may seem to be similar: We adopt general intentions on the basis of reasons, but perhaps they are not sources of new reasons. The objection is that if values are just a kind of general intention, I need to explain why or how they can be a source of basic reasons when other intentions are not.

A fundamental response to these objections will have to wait until I discuss the grounding of the values standard. But I want here to bring out the plausibility of the idea that values can be a source of basic reasons – even if values are not themselves grounded in reasons, even if they are simply a kind of intention, and even if specific intentions are not a source of basic reasons.

But I think that a specific intention can be a source of a basic reason. If, on a whim, I form the intention to smell a nearby rose, this ordinarily would give me a reason to smell it, assuming that doing so would not conflict with my values. This reason would be basic, in that it would not be derived from any other reason. But suppose I form an intention to act in a way that, I realize, conflicts with doing what would best serve my values. Suppose, for example, that I decide on a whim not to wear my seatbelt. Since I value my safety, I have reason to wear the seatbelt, and – in the given example – no reason not to wear it. Intuitively, even if I have no reason to value my safety, my value gives me a reason to wear the seatbelt, but my whim gives me no reason not to wear the seatbelt. A decision or intention motivated by a whim does not give a person a reason to act contrary to her values. Two factors seem crucial to explaining this.

First, values are intrinsic. Ordinary policies and intentions typically are formed because we see acting in accord with them as means to serving our values. This is why action in accord with our values is fundamental to governing ourselves in a way that action in accord with
ordinary policies (and whims) is not. Second, and more important, our values are aspects of our identities in a way that our ordinary intentions, policies, ends and whims are not. Failing to live in accord with our values negatively affects our self-esteem. In this sense, a person’s values are linked to her sense of self. The self-esteem of a person who sees herself as having failed to comply with her own values is shaken to some degree by a sense of failure and disappointment in herself or a sense of shame or regret. A knowing failure to serve one’s values is a kind of self-betrayal.75

Let me return, then to the original objection, reformulated as the objection from ungrounded values. The objection is that a person who values A without having any reason to value A is rationally required, at most, either to serve A or to give it up; she is not rationally required to serve A. But consider these alternatives. A person does not have the option of giving up a value in the way that she has the option of giving up an ordinary goal, such as to smell a rose. We cannot change our identities at will, and our values are embedded in our identities. Of course, our values can change – even as a result of decisions we make. A person might rationally try to change her values in light of other things that she values. But we cannot decide to give up a value, or even an ordinary end, in the way we can decide what to do. At the point of action, our values are set. Hence, if a person with a value is rationally required either to give up the value or to serve it, since she lacks the option of giving it up, it is plausible that she is required to serve it. It is plausible that to the extent that she is rational, she will govern her action in accord with it.

The point here is not simply that we cannot change our values at will. The reason we cannot change our values at will is, in part, that they are embedded in our identities, they are
grounds of our self-esteem and aspects of our self-conception. Otherwise they would not function as they do, as compasses in our lives.76

8. Grounding a Conception of Rationality

A theory of rationality can be viewed as proposing a standard or a norm, such as the values standard. The theory then claims that its proposed standard is the standard of rationality – the standard that rational agents would comply with to the extent that they can, given their knowledge, just in virtue of being rational. This claim needs to be substantiated by providing the standard with an appropriate “grounding”. Let me explain what would be involved in doing this.

We can formulate any number of purely arbitrary standards. There is, for example, a standard calling on everyone to do a pirouette every night at midnight. We do not think that this standard corresponds to a normative requirement or that it has any bearing on how we are to act. To ground the values standard, I need to show that it is not similarly arbitrary. I need to show that it has a status in virtue of which it is relevantly “authoritative” or “normative”.

To show this, I need to show, at least, that the values standard has a status such that those who fail to comply with it have thereby failed in a significant way. There is a problem specifying the kind of significance this failure would have. There are irrational people, so we cannot insist that it must be a kind of failure that anyone would be motivated to avoid. If the values standard is the standard of rationality, then a knowing failure to serve one’s values would be irrational, but to say this would be question-begging and unhelpful. Given the content of the
values standard, those who fail to comply with it face a loss, and perhaps a significant loss, since
they fail to serve their values as well as they could. This is a kind of loss virtually anyone would
be motivated to avoid, but would they be motivated in the way, or for the reason, we are
motivated to avoid irrationality?

Donald Hubin suggests that a norm calling on us to pursue our values stands in no need of
grounding.77 He compares his view of the status of this norm to H.L.A. Hart’s view of the status
of the fundamental “rule of recognition” in a legal system. He seems to think that just as, for
Hart, it is enough that the rule of recognition be treated a certain way by officials in the legal
system, so it is enough that the norm calling on us to pursue our values be treated a certain way
by us. At root there are simply certain brute facts, such as that we pursue what we value, and
we at least sometimes assess our actions in terms of our values. And Hubin says, “the property
of being rationally advisable just is the property of being properly related to these brute facts.”78
However, if the pursuit of what one values is “rationally advisable”, then if a person fails to
pursue what she values, this is not simply a departure from a brute psychological regularity. It is
a failure in some interesting normative sense. The challenge is to explain this.

There is an analogous issue about politeness. Consider a rule that calls on us not to wear
hats indoors. We might think that this rule is pointless, and deny that it has any bearing on how
to act, even if we understand that compliance with this rule is locally taken to be a matter of
politeness. Nevertheless, in a culture where there are rules that are taken to define politeness,
there will be a widely accepted second-order standard, which we could call the “standard of
politeness”, that calls on people to comply with the local standards of conventionally acceptable
behavior, such as the rule about hats. We cannot suppose that the standard of politeness has a bearing on how we are to act if we think that it is just as arbitrary and pointless as the rule about midnight pirouettes. Those of us who think that politeness has a bearing on how to act – that it is a significant failure of some kind to be impolite – must therefore think that the standard of politeness has some relevant authority or status.

There is an obvious way to think about this. The point of etiquette is to contribute to comfortable and pleasing social interaction. The standard of politeness is relevantly authoritative in virtue of the fact that compliance with it helps to make for comfortable and pleasing social interaction. It plainly is not the case that everyone values comfortable and pleasing social interaction, but the proposal is not that the standard of politeness is authoritative in virtue of the fact that we value comfortable and pleasing social interaction. The proposal is instead that there is reason to comply with the standard of politeness in virtue of its status as facilitating social interaction. Call this the “social interaction theory” of politeness.

A complete theory of rationality must be supplemented by a theory that has a similar form and a similar purpose to the social interaction theory of politeness. On anyone’s view, rationality requires acting in certain ways, ways that could be expressed in a standard calling for us to do such and such in such and such circumstances. Any proposal about the content of the standard of rationality is incomplete unless it is accompanied by some account of the basis or authority of the standard. This, then, is the grounding problem. To solve it, I think we need to understand the point of evaluating people and their actions as rational or irrational.

It might seem that if we can provide an analysis of the concept of rationality, and show
that a given standard best captures our concept, we have done all that can be done to ground it. I hope that we can do something different from this. Suppose that the concept of rationality is the concept of the kind of virtuosity in the pursuit of what one values specified by the values standard. If so, then we rightly call people who comply with the standard “rational”. But this does not yet give us any reason to view the standard as authoritative. Even if we rightly consider ourselves “rational” insofar as we conform to the standard, we might wonder whether the standard has any status in virtue of which it actually imposes a requirement on us. Perhaps it will be replied that our concept of rationality is the concept of an authoritative standard – so that if the values standard is the standard of rationality, it follows that it is authoritative. But if this is correct, then if we are in doubt as to whether the values standard is authoritative, we are committed to being equally in doubt as to whether it is the standard of rationality.80

The issue is one that Kant apparently had in mind in the Groundwork of the Metaphysics of Morals where he discussed the “possibility” of an “imperative”. In my terms, a Kantian imperative is an “authoritative” standard, one that sets out an actual requirement. The possibility problem for Kant is to explain how to conceive of “the necessitation of the will expressed by an imperative in setting a task” and to show that there is such necessitation.81 In my terms, that is, regarding a proposed standard of rationality, the problem is to explain how such a standard can be “authoritative” or “normative,” such that it actually imposes a requirement.

9. Grounding the Values Standard in Autonomy
I have been arguing that the concept of rationality is closely related to the concept of autonomy. To be autonomous is to be self-governing, and to be rational is to do well in governing oneself. From one side, this suggests that the content of the standard of rationality should be determined by investigating what is involved in governing oneself. From the other side, it suggests a strategy for explaining the grounding of the standard of rationality.

The idea in outline is that rationality serves self-government – understood in the thick sense in which self-government involves regulating our actions by our values. The point of assessing the rationality of a person’s actions is to appraise her success in manifesting or securing her self-government. That is, if the values standard is the standard of rationality, its grounding or warrant is that to comply with it furthers or instantiates one’s self-government. Irrationality is a failure of self-government, a departure from governing oneself well. (Of course irrational people may be autonomous in the thinner sense; they do poorly at governing themselves in the thicker sense.) The proposal is not that we are rational to manifest and secure our autonomy because we value autonomy. It is that we are rational to manifest and secure our autonomy, even if we do not value autonomy, because manifesting and securing one’s autonomy is what rationality consists in.

Call the condition that a standard meets when complying with it furthers or instantiates one’s self-government, the “autonomy condition.” If what I have argued is correct, it should be plain that the values standard meets this condition. It calls on us to govern ourselves on the basis of our values, or, where our values do not dictate what to do, on the basis of our other intrinsic
goals. To act in a way that would not serve our values as well as something else we could do would be to fail to control our actions on the basis of our values. But our values are policies we have that are central to our identity and that are intrinsic in that they are not grounded in any other policies or intentions. They are aspects of our self-conception. So to fail to govern our actions on the basis of our values would be to fail in self-government. And in a case where more than one thing we could do would serve our values equally well, to fail to serve our other intrinsic ends as well as we could, while serving our values as well as we can, would be to fail to follow our own policies, despite being able to. This too would be to fail in self-government. Hence it is plausible that compliance with the values standard furthers or instantiates governing oneself.

The autonomy condition is meant to play the same kind of role in grounding the values standard as the condition of furthering pleasing and comfortable social interaction played in grounding the standard of politeness. One might object that to establish “genuine” normativity, something much more ambitious than this must be done in order to ground the values standard. For if the grounding of the values standard is analogous to the grounding I proposed for the standard of politeness, then rationality is not a practical virtue that is superior to politeness. There are several things to say in reply to this objection, but I limit myself to two. First, recall that I am working here on the assumption that reasons pluralism is true. I think that there are reasons of etiquette just as there are self-grounded reasons. For this reason, I think it is an advantage that my grounding of the values standard is analogous to the grounding of the standard of politeness. Second, although I accept reasons pluralism, I agree that rationality is a special kind of practical virtue. It is special, not *metaphysically*, but because of its role in deliberation,
as I will explain.

One might object that since many people and many cultures do not value autonomy, the autonomy condition cannot do the work I want it to do in explaining the authority of the standard of reason. For, one might think, a plausible account of rationality must be culturally neutral and neutral among our substantive values. Moreover, if some of us do not value autonomy, then the fact that compliance with my proposed standard of rationality would serve our self-government would not show that every person has reason to care about being rational.

In response, I want to say, first, that my account does not imply that it is irrational to fail to value autonomy. In fact, it implies (although with a qualification I am ignoring) that it is irrational to fail to promote satisfaction of one’s values, whatever they are, even if one values a non-autonomous way of life. According to the values standard, no-one is ever rationally required to promote her autonomy unless her own values require her to do so. Second, no plausible theory of rationality can avoid implying that a person might be rationally required to conform with a standard she does not accept. For any theory needs to leave room for irrational persons. Finally, virtually anyone would want to do what she is required to do, according to the values standard. For the standard merely calls on us to serve our values. When we value something, we naturally are motivated to act appropriately, barring fatigue or depression or the like. Motivation by our values is psychologically deep, for we tend to feel shame or guilt or disappointment in ourselves if we fail to act according to our values. To understand how we can be motivated to act in accord with the values standard, it therefore is not necessary to suppose that we value promoting our own autonomy in addition to valuing such things as friendship. If
irrationality is the failure of self-government, we can see why people typically care to avoid irrationality.

The objection seems to assume that the autonomy condition seeks to justify rationality as instrumental to autonomy. But this is a mistake. The view is, rather, that, in being rational, we instantiate our autonomy. The view is not that self-grounded reasons bind us only insofar as we desire to be autonomous, or only insofar as we value autonomy. Many of us do not value being autonomous and have no desire to be autonomous. Nor does my view depend on the idea that autonomy is valuable – though I do not deny that it is. To a first approximation, rationality requires us to serve our values because serving our values instantiates being autonomous, and because rationality consists in instantiating autonomy. This is why, whatever a person values, she is rationally required to serve her values. My claim is not about what rationality requires her to value. It is about what rationality requires her to do given what she values.

10. Deliberative Priority

My account assigns priority to rationality by comparison with other practical virtues, but not by assigning it a special metaphysical status. Instead, it assigns rationality a priority in deliberation. When agents with the necessary self-understanding and necessary information deliberate about what to do, the “default” is that their decision is in accord with the values standard. Of course, in my view an agent who decides otherwise is to that extent less than fully rational. But the “priority in deliberation thesis” is that it is a law-like truth that, given the
nature of practical deliberation, when agents who have approximately accurate beliefs about what they value, and about how to achieve what they value, deliberate about what to do, and reach a decision based on their deliberation, other things being equal, they decide to do what they are required to do according to the values standard. This is the default case.

This thesis is supported by claims I have made about what is involved in valuing something, given that the values standard calls on us to serve our actual values. First, values are policies or general intentions. We would not count you as valuing safety, for example, unless you had a tendency to act with caution when faced with known dangers. Second, your values are an aspect of your identity. This means that emotions of self-esteem are harnessed to your values, and help to ensure that you have a tendency to pursue what you value. Moreover, the thesis is supported by a picture of the nature of practical deliberation – deliberation that leads to decisions about what to do. According to this picture, in central cases, practical reasoning involves reasoning from general intentions or policies to specific intentions in action. It is means-end reasoning in the sense that it concerns how to carry out general intentions. Given this picture, if a person is rationally required to A according to the values standard, then, other things being equal, she would form the intention to A if she were to deliberate cogently about what to do in light of her values.

There can be exceptions. The person might be depressed or exhausted, and might for this reason fail to form any intention to act. Or she might fail to reach any conclusion about how best to serve her values. She might be unable to see how to resolve conflicts among her values. She might not understand what she values, or she might lack relevant information about how to serve
her values. Deliberation might lead her to become perplexed about what she values. She might lack the fortitude to resist an impulse to act contrary to her values. She might be akratic. Or, perhaps paradoxically, she might have the strength to resist the impulse to act in accord with her values. In a moment of clarity, she might see that her values are morally unacceptable and decide to do the right thing. The climbers in the Everest example might decide to abort the climb and to help the victims, thereby acting out of character and irrationally, but doing the right thing.

With these caveats understood, we can see that the account of rational agency I have proposed explains how reasoning about what to do can lead to a decision, and so to the forming of an intention. And we can see how rational decision-making can be the default case, assuming approximately true relevant beliefs. Our values are partly constituted by general intentions or policies, and the default is to be guided by them to form specific intentions that will implement or further or express our values. Suppose you are trying to decide whether to watch a tennis match or to read a novel. Your decision likely will turn on such considerations as how much you are enjoying the novel, how often you find time to watch tennis or to read, who is playing in the match, and so on. Let us suppose that you value the simple pleasures of life, which, for you, include reading novels and following tennis. If you realize that this is the only thing you value that will be affected by your choice, you will pay attention to which of the activities in question promises more enjoyment. Once you have reached a conclusion about this, if all goes well, your value, which is, inter alia, a general intention, will lead you to form a specific intention either to read or to watch tennis. In the default case, if you have been reasoning with accurate information, your intention will be to do what the values standard implies that you rationally ought to do.
The important point here is that self-grounded reasons – facts about the impact the agent’s alternatives would have on the things she values – have a role in deliberation that other kinds of reasons do not generally have. When agents who have the necessary self-understanding and the necessary information decide to act, the default is that their decision is in accord with the values standard. The corresponding thing cannot be said of morality or etiquette, for example. It is not the case that when a person with the necessary self-understanding and information decides what to do, the default is that she decides to act morally or politely. This is true only of people with the corresponding values.

One might object that a person who is deliberating about what to do is trying to decide what to do period, not merely to decide what rationally to do. To see this, consider again the Everest example. Given the values of the climbers, suppose that the values standard would require them to press on to the summit. This would mean that carrying on is what the climbers ought rationally to do. But I have been supposing that they ought morally to stop and help the victims. One might object that a reflective climber would want to decide what to do period, not merely what she ought rationally to do. On my own view, it might seem, the values standard cannot tell the climbers what they ought to do period. For as I said earlier, I hold that there is no answer to the question of what the climbers ought simpliciter to do in the imagined situation. That is, I am assuming that there is an answer to the question of what they ought rationally to do, and there is an answer to the question of what they ought morally to do, but I hold that there is no overarching normative standard that determines what they ought to do simpliciter. Now it is not part of my goal in this paper to defend my view about “ought simpliciter”, so I could avoid the
objection by giving up my view. But I do not need to do this, for the objection is based on a misunderstanding.

The upshot of practical deliberation is not a belief about what one ought to do; it is a decision or an intention. On my view, the values standard cannot tell the climbers what they ought to do simpliciter, but only what they ought rationally to do. But the climbers are trying to decide what to do. They are not trying to decide what to believe to be the rational thing to do. And a climber’s decision about what to do would be a flat-out decision, a decision either to help the victims or to carry on with the climb. I agree that a reflective climber would want to decide what to do “period”, but on my account she would do so. That is the nature of decisions.

It is true that if someone decides to do something, and if her deliberation is relevantly informed and fully rational, then she ought rationally to do it. But this does not entail that she ought simpliciter to do it. For deliberation is carried out from one’s own practical standpoint, not from the standpoint of a metaphysically overarching standard that determines what one ought to do simpliciter. I have argued in effect, although with caveats, that one’s practical standpoint is constituted by one’s values. If a climber decides to carry on with the climb, she would be confused if, after the climb, she claimed to have made the mistake of failing to decide what to do period. Her decision may have been morally indefensible, but it was a flat-out decision. Her mistake was a moral mistake, not the mistake of failing to make a flat-out decision.

11. Conclusion
I have distinguished two issues that a theory of rationality must address. First, it must specify the content of the standard of rationality. Second, it must ground the standard in order to support its claim that the standard is the standard of rationality. I have proposed the values standard and I have claimed to ground the values standard in the autonomy condition. Rationality is in the service of self-government, I argued.

In closing, I would like to emphasize the modesty of the view. According to the autonomy conception, rational agents are necessarily disposed to comply with self-grounded reasons, just in virtue of being rational. But rational agents are not necessarily disposed to comply with moral reasons, even if they recognize that there are moral reasons that bear on their actions. A rational person could have moral values, so moral reasons could be reasons for which she acts. A morally virtuous agent has exactly the moral values it is morally best to have, and so, for such a person, moral reasons are also self-grounded reasons. But it is not necessarily true that rational agents have moral values, so it is not necessarily true that they are rationally required to do what they believe they have moral reason to do. A person who ignores reasons of this kind is not necessarily failing to govern herself in light of her values.87